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Introduction
1.1 Gene expression
Each cell of an organism contains the same, identical genetic information. What
makes cells different, is how they use that genetic information. No cell accesses
the complete information at the same time, but only particular genes. Which genes
are accessed and transformed into proteins, depends on the tissue where the cell is
located and on the environmental conditions or the state of the cell.
The process of transforming a gene into a protein is referred to as gene expression. Gene expression comprises two steps. First, the gene is transcribed from the
DNA (deoxyribonucleic acid) strand of a chromosome into an mRNA (messenger
ribonucleic acid) molecule. The mRNA molecule is then translated into a protein
by ribosomes, that use the information encoded in the mRNA to synthesize a chain
of amino acid residues, which might be further modified by other molecules. After
this chain has folded and reached its specific conformation, the chain is considered
a protein. Proteins take over important tasks in a cell, for example, they act as
catalysts for reactions (enzymes), as signal receptors and as structural components.
The question is, which genes are expressed when and why. As gene expression is
regulated by gene products itself, the processes involved may be highly complex
interactions between many gene products. The aim is to identify those genes that
are transcribed under certain conditions and to deduce the mechanisms they are
involved in.

1.2 Analyzing gene expression
Analysis of gene expression in a particular tissue or under certain environmental
conditions may yield fundamental insights into cellular mechanisms, especially if
performed in a highly parallel fashion. While traditional methods employed for
gene expression analysis usually focus on a single gene product or transcript, modern approaches that make use of microarrays can monitor virtually every mRNA
transcript in a cell. The following sections describe both traditional and modern
approaches and how they are employed in gene expression analysis.
1
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1.2.1 Traditional methods
Southern blotting is a procedure developed in the 1970s by E. M. Southern [41].
The method is used to locate a specific DNA sequence within a complex mixture.
For instance, the existence of a particular gene within the genome of an organism
can be examined.
“Blotting” denotes the process of transferring DNA, RNA or proteins from a gel
to a filter by capillary action. A Southern blot comprises four steps, which are
described below.
1. DNA is extracted from a sample and fractionated on an agarose gel by electrophoresis.
2. The fractionated DNA is transferred by capillary action from the gel to a
nitrocellulose filter.
3. The DNA on the filter is incubated under hybridization conditions with a
radioactively1 labeled DNA probe of known sequence.
4. After unbound DNA probes have been removed from the filter by washing,
an autoradiogram of the filter is produced. Those bands in the gel, that contain the specific sequence, will be visible on the autoradiogram and may be
extracted from the gel for further analysis.
Northern blotting is virtually the same procedure as Southern blotting, with a slight
but meaningful difference: instead of DNA sequences being blotted, in Northern
blots RNA sequences are transferred from the gel to the filter. However, the labeled
probes are still DNA probes. A Northern blot allows estimation of the relative
amount of a specific RNA in the cell by comparing the density of different bands
to each other. One application of Northern blotting is in gene expression analysis.
It can be applied in determining whether a specific gene is transcribed in a certain
tissue or under certain environmental conditions [25].
The essential idea of the described procedures is the use of labeled DNA probes,
to examine the existence of particular sequences in complex mixtures.

1.2.2 Microarrays
A microarray2 is a microscopic array of large sets of DNA sequences immobilized on solid substrates [17]. They are an extension of the traditional techniques
described in Section 1.2.1, as they are based on hybridization of nucleic acid sequences as well. However, it is not uncommon, that a microarray has target sequences3 for up to 10 000 or more gene probes. Hence, they represent a highly
1 Fluorescent

dyes might be used as well.
are also known as µ-arrays, DNA-chips, biochips, DNA-(micro)arrays, gene arrays
and GeneChips. The latter is the name of a commercial microarray product family produced by
Affymetrix, Inc..
3 In this document, the DNA sequences linked to the substrate are referred to as targets and the
labeled sequences contained in the DNA mixture applied to the array are called probes.
2 Microarrays
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parallel approach that can be used to monitor the expression levels of practically
all genes of an organism simultaneously. This approach is often referred to as
whole-genome expression monitoring.
Whole-genome microarrays became feasible only when the first genomes were
completely sequenced. On the one hand, the genomic sequence is required to identify all genes or putative genes of an organism and on the other hand, knowledge
about the sequence of the whole genome is required to select target sequences that
are specific for the targeted probe. The latter is especially required in cases where
not the complete gene sequence is attached to the chip (see 1.2.2).
There are two major types of microarrays, cDNA microarrays and oligo microarrays, which are described in the following paragraphs.
cDNA microarrays This technique employs a so-called arrayer device to produce the microarrays. The arrayer is a robot that spots or prints cDNA sequences
directly onto a glass or nylon substrate. The cDNA sequences are usually longer
than 100 nucleotides and its not uncommon to print sequences up to 1000 nucleotides in length [32].
This technique has for example been used to create microarrays of the complete set
of about 6 400 open-reading frames (ORFs) from Saccharomyces cerevisiae [12].
Oligo microarrays The other major microarray technique is synthesis of short
oligonucleotides of about 25-mer directly on a solid glass surface. Since this approach uses photolithographic technology known from semiconductor chip production, the term “chip” is frequently used to refer to microarrays, both oligo microarrays and cDNA microarrays. The process involves a light source, special
masks and photosensitive protector molecules to locate up to 700 000 different
oligonucleotide sequences [38] on a single chip sized 1  28 cm  1  28 cm.
This technology is used by Affymetrix, Inc. to create its commercial microarray
product family GeneChip. One of the latest models from this family, the GeneChip
Mouse Expression Set 430 provides a comprehensive coverage of the transcribed
mouse genome on only two microarrays, which corresponds to about 45 000 distinct target sequences [1].
1.2.2.1

Fields of application

Microarrays have been shown to be applicable in a wide-range of fields. Eisen et
al. [17] list genetic mapping studies, mutational analyses and genome-wide monitoring of gene expression, as fields of successful application of microarrays. Others
described positive results by the application of microarrays in sequencing by hybridization (SBH) approaches [7] or detection of single nucleotide polymorphisms
(SNPs) and analysis of DNA variation on a genome-wide scale [21].
Genome-wide gene expression monitoring is probably the most interesting and
most promising field of application. Gene expression data obtained from microarray experiments can be used to classify tumors [24] and predict their response to
3
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chemotherapy [54]. Investigation of gene expression patterns in tumor or other diseased tissue may lead to development of new treatments and is a particular concern
of the pharmaceutical industry. Gene function can be deduced and gene interaction networks like in metabolic pathways or stimulation response systems can be
characterized.
Further questions addressed in microarray experiments include how expression patterns differ in mutant phenotypes with respect to the wild-type [17] or how gene
expression changes under the influence different environmental stress conditions,
like heat or chemical reagents in the medium [14].
While the DNA microarrays described in this document monitor gene expression
on the mRNA transcription level, the emerging protein microarrays [13] can monitor gene expression on the translation level. This will give further insights into
cellular mechanisms, as regulation of gene expression is not limited to the transcription level.

1.3 Design of a gene expression analysis microarray experiment
In principle, every microarray experiment comprises three major steps.
1. Either total or polyadenylated mRNA is extracted from a tissue sample or a
sufficient quantity of cells and purified. The purified mRNA is transcribed
into cDNA using reverse transcriptase enzymes. Reverse transcription is
performed in the presence of fluorescently labeled deoxyribonucleotides.
Hence, the synthesized cDNA sequences can be identified using corresponding scanners and microscopes. The labeled cDNA is then applied to the
microarray under hybridization conditions.
2. After hybridization, the microarray is washed to remove all unbound cDNA.
Then the microarray is scanned to obtain a fluorescence image. Eisen et al.
[17] favor a laser scanning confocal microscope, as it gives the best signal
to noise ratios compared to other devices. The laser produces light with a
wavelength appropriate for the excitation spectrum of the employed fluorescent dye. The essential idea is to measure the amount of fluorescence of each
spot on the microarray, which corresponds to the amount of mRNA with the
particular sequence. The expression level can be deduced from the amount
of mRNA. However, since the amount of fluorescence is influenced by the
specific sequence of the mRNA, the labeling method, the hybridization conditions and other factors, it is not possible to determine absolute values of
expression. Thus, microarrays are best used to monitor the expression levels
in two or more samples and to analyze the differences in these samples.
3. After the image of the microarray has been taken, image processing and
analysis software is required to obtain the raw data. Then the data is preprocessed and comprehensively analyzed using a great variety of different
methods. This step is discussed in more detail in Section 1.4.
4
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There are several different ways to design a microarray experiment. Eisen et al.
[17] distinguish between two different types of experimental design in gene expression analysis with microarrays.
Type-I Type-I experiments are limited to cDNA microarrays. In Type-I experiments, a comparative analysis of two different samples is performed on the same
microarray. To be able to differentiate between the two mRNA populations, in
the respective reverse transcription steps, deoxyribonucleotides labeled with different dyes are used. When the fluorescence image of the microarray is created,
two passes are required. The laser is tuned to the excitation wave-length of the
corresponding dye to be scanned in the respective pass. The image analysis software creates an overlay image and computes the expression level ratios between
the individual transcripts of the two mRNA species.
Type-II A disadvantage of Type-I experiments is, that they do not support more
complex analyses, that examine the expression levels of many samples with respect to a common reference experiment. Type-II experiments are designed to
accomplish this task. Both cDNA and oligo microarrays can be used in Type-II
experiments. Time-course experiments are a typical application of Type-II experiments. In a time-course experiment samples are taken at distinct time points. For
each time point, one microarray is used. The data obtained from the individual
time points is then analyzed with respect to the initial time point.

1.4 Microarray data analysis
Analysis of data obtained from microarray experiments can be further divided into
two steps. The first step comprises image analysis and extraction of raw data.
The second step is the analysis of the data by application of various mathematical
methods.

1.4.1 Image analysis and extraction of raw data
When hybridization and washing have been accomplished, the microarray is
scanned and a fluorescence image is produced. Then an image processing step
follows.
There are many problems involved in the extraction of the data from the image.
First, the image processing software must correctly identify all spots on the chip.
This means, that a virtual grid is placed over the chip, so that each grid cell corresponds to one spot. From the grid locations, the corresponding probes can be
determined. When the spots have been successfully identified, it is necessary to
compute the exact boundaries of the spots, to be able to distinguish between background signal and spot signals. This is fundamental to calculate sensible fluorescence levels, as usually the background interacts with fluorescent cDNA as well.
This unspecific interaction distorts the amount of fluorescent light measured in the
5
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actual spots. After both the fluorescence intensity for the background and for the
spot have been calculated, the final intensity value is computed. This intensity
value is considered to be the expression level of the probe under the given experimental condition.
The main result of the image processing step is a vector of expression values for
each microarray. Each target sequence on the microarray is represented by one
entry in the vector. If the experiment is designed to be a comparative analysis,
a second microarray (Type-II experiment) or a second image (Type-I experiment)
will provide a further vector of expression values, that is then used to compute a
relative expression value or ratio for each gene. In many cases the logarithm of the
ratio is taken, which is known as log ratio or signal log ratio (SLR). However, there
are also microarray experiments that yield vectors of absolute expression values.
At this point it has to be noted again, that due to the problems involved in the interaction of nucleic acid sequences and fluorescent dyes it is not possible to derive
information about the absolute quantitative expression level of a gene from a microarray experiment. So absolute values must always be handled with care, and
should be used only as qualitative information about the expression value of a gene
compared to another gene in the same experiment. However, even this might be
misleading, if the error sources involved in preparation and hybridization of the
mRNA and cDNA samples are considered.
Often the experiment is repeated under different conditions or with mRNA from
further samples, so that several vectors of expression values are obtained. From
these (column) vectors a so-called expression matrix matrix is created, where the
rows represent genes and the columns represent experiments. A row is also referred
to as a gene profile, a column as an experiment profile. To make the analysis more
reliable, the whole process is repeated once or twice, and the expression matrix
used in further steps of the analysis is actually the mean over two or three matrices.
The expression matrix can be used to investigate the behavior of genes under different conditions or at different time points or stages of the cell cycle (see [43] for
example), respectively. Hence, gene profiles are subject of the analysis. On the
other hand, it might also make sense to evaluate experiment profiles [24].
In some cases the expression matrix contains missing values. Such situations can
be approached in different ways. A trivial solution is to ignore missing values, for
instance when a profile is plotted. This is possible as long as no calculations have
to be done on these profiles. If such calculations will be required during analysis, a first step should be to estimate the missing values or to exclude them from
analysis. Several approaches exist to find sensible and to some degree reliable estimations. However, even the most sophisticated method will sometimes compute
a completely wrong expression value. Thus, conclusions drawn from an analysis
including the estimation of missing values, should be verified. This can be done
either by repeating the microarray experiment or by application of any other suitable method such as Northern blotting for example. Generally, the verification of
results obtained from a microarray experiment by another method is very common.
However, the most effective way to cope with missing values, is the multiple repetition of the experiment and subsequent calculation of means across the expression
6
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matrices.
The remaining part of this document discusses analysis of the previously described
expression matrices.

1.4.2 Analysis of expression matrices
Microarray experiments produce massive amounts of data. Many (different) software tools are employed to obtain these data from the microarray, to store and to
analyze it. Therefore bioinformatics software solutions are fundamental to the success of these experiments. The crucial step in the process is the data analysis and
although many researchers and companies are engaged in the development of gene
expression data analysis software, it seems to become the time-limiting step in the
process [6].
Microarray data analysis software has to provide a series of algorithms and methods, that support the user in exploring the data. These include class discovery and
class prediction techniques, as well as visualization options.
Self-organizing maps (SOM), k-means and hierarchical clustering, are common
class discovery techniques. These may be supplemented by classification methods
like weighted-voting and k-nearest neighbors predictors or support vector machines
(SVM).
A reduction of the dimensionality of the data is sometimes performed prior to
an analysis. Principal component analysis (PCA), singular value decomposition
(SVD) and multi-dimensional scaling (MDS) are commonly used.
Statistical tests and methods like the t-test or analysis of variance (ANOVA) can be
employed to identify differentially expressed genes across a series of experiments.
More basic approaches, like considering those genes as differentially expressed
that express a fold-change greater than a given threshold value, have been used in
the first published microarray experiments, for instance in [12]. Statistical tests
though, consider levels of significance as well and are therefore a more reliable
tool to identify differentially expressed genes.
Besides these standard tools, there is an increasing number of highly sophisticated
approaches, that go beyond classification and determination of differentially expressed genes. These approaches try to deduce complete gene interaction networks
and regulatory processes from microarray data. Such methods are for instance
Bayesian network reconstruction [20] or module networks [39].
Concerning visualization of microarray data, many approaches exist as well. The
two most commonly used are profile plots and expression images, which are implemented in almost every microarray data analysis software. However, there exist
many other approaches to visualize such data. Most of them have been developed
for visualization of statistical data, like for example the box plot. But on the other
hand, there are some visualizations, that are specific for microarray data, like the
aforementioned expression images.
Visualization of expression data is an essential step in every microarray data analysis procedure. By visualization, the data is transformed into a user-friendly format,
that helps the user to identify patterns and structures in the data otherwise hard to
7
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detect. Application of several visual representations can give further insights into
the data, as different visualizations may set off different aspects of the data. If the
previously described analysis methods and visualization tools are integrated into
one application, the user is provided with a comprehensive tool for the analysis of
microarray data.

1.5 How to read this document
This document is about microarray data analysis applications that combine different analysis methods and visualization tools. The document is divided into two
parts. The first part (Chapters 2 and 3) is a review of current microarray data
analysis software and a motivation for a new microarray data analysis application,
that was named “Microarray Data Analysis”, short “Mayday”. The second part
(Chapters 4, 5 and 6) discusses design and implementation of Mayday and gives an
outlook on the features that will be integrated in the future. Chapters 4 and 5 are
each divided into a general part and an implementation part. Readers interested in
the principal ideas integrated into Mayday, but not in implementation details, may
skip the respective sections of these chapters.
Appendix C, lists all abbreviations and acronyms employed throughout this document.

8
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Review of microarray data
analysis software
2.1 Microarray data analysis software
For this review seven gene expression and microarray data analysis programs
have been evaluated. Two of them are commercial products (GeneSight, GeneSpring), one is an open source project (Microarray Explorer) and the remaining
four are available free of charge for not-for-profit purposes and public institutions
(GeneCluster, Genesis, J-Express, VIZARD).
The main purpose of this review is to examine the visualization capabilities of
the programs. Obviously there are many differences, concerning both the quality
and the quantity of visualization options. Besides visualization options, related
functions like representation of annotation and data have been reviewed.
The review is neither comprehensive nor specialized on a particular group of microarray data analysis programs. The evaluated tools were selected to cover a large
spectrum of programs with respect to the amount and kind of functionality offered.
Chapter 3 summarizes and discusses the evaluated programs with an emphasis on
the visualization options provided by them.
Please note that in this chapter and throughout the document the term “expression
level” refers to both relative expression values like fold changes or signal log ratios
and to absolute expression.

2.2 Programs
2.2.1 GeneCluster
GeneCluster [45] is a gene expression data analysis tool developed at the Whitehead Institute/MIT Center for Biomedical Research.
Version 2.1.3 beta of GeneCluster has been evaluated for this review. GeneCluster is written in Java and thus available for most Microsoft Windows and UNIX
platforms, as well as for Mac OS X. It requires Java runtime engine 1.3.1. The
9
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program can be downloaded from the GeneCluster website at http://www-genome.wi.mit.edu/cancer/software/genecluster2/gc2.html. The program is freeware,
but requires registration.
GeneCluster has built-in support for SOM clustering. Additionally, GeneCluster
supports supervised classification techniques. The reviewed version of GeneCluster is able to build k-nearest-neighbors, and weighted voting predictors.
The data visualization implemented in the program is rather rudimentary. Results
of a SOM clustering are displayed as a grid of profile plots (Figure 2.1). Section
5.1.2.1 introduces profile plots in detail.

Figure 2.1: GeneCluster profile plots. A plot shows either cluster means or cluster representatives or
both, as well as the maximum and the minimum of each experiment. The table on the right lists all
genes of the currently active plot (indicated by a yellow frame) with annotation and their distance to
the cluster representative.

The profile plots show the maximum and minimum values of the data in the corresponding cluster, that means a band containing all profiles of the cluster. Either the
cluster representatives (SOM centroids) or the cluster means or both are displayed.
The number of contained genes is shown for each cluster.
A particular cluster can be selected for viewing by clicking on it. This results in
the data of that particular cluster being displayed in a table next to the cluster grid.
The profile plots cannot be resized, however, the grid can be scrolled if the application window is too small to display all plots at the same time. GeneCluster does
not provide a legend or a scale for the plots. Grid lines are not shown and printing
or exporting of the plots is not supported.
10
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2.2.2 GeneSight
This application has been developed by BioDiscovery, Inc. (Marina Del Rey, CA,
USA). [37] describes it as a comprehensive bioinformatics software solution that
offers relevant statistical and data mining tools to obtain biological insights from
complex microarray experiments.
GeneSight is written in the Java programming language and requires Java runtime
environment version 1.3.1 or higher. Java 3D is required if the user wishes to
visualize the results of a PCA in three dimensions. Since the program has been
developed for the Java platform, it is available for most operating systems, including the Windows, UNIX and Mac OS platforms. A time-limited, fully operative
demo version of GeneSight can be requested from the BioDiscovery website at
http://www.biodiscovery.com/genesight.asp.
GeneSight version 3.5.1 has been reviewed for this evaluation. It supports several
clustering techniques like SOM, k-means and hierarchical clustering. SOM clustering can be accomplished in one or two dimensions. In addition, a module for
PCA visualization in two and three dimensions is provided.
BioDiscovery has integrated a series of visualization options into the GeneSight.
Among these are typical profile plots and expression images, that are used to display the results of SOM clustering and k-means clustering or hierarchical clustering, respectively.
Besides these rather common types of plots, GeneSight has further visualization
options for gene expression data. These are box plots (Figure 2.2) and a so-called
“GenePie” visualization (Figure 2.3).

Figure 2.2: GeneSight box plot. The box plot shown here is an advanced version, a so-called fenced
box plot, that displays outliers as small circles.

The box plot is a common tool in exploratory data analysis to determine if a factor
11
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has a significant effect on the response variable 1 with respect to either location or
variation. In gene expression data analysis, the response variable is the expression
level, and represented by the vertical axis. The horizontal axis represents the factor
of interest, which is an experiment or sample, in gene expression data analysis. It is
also helpful in summarizing large quantities of data [36]. Box plots are introduced
in more detail in Section 5.1.2.2.

Figure 2.3: GeneSight GenePie visualization. One pie chart represents one gene and its expression
levels in each experiment relative to its total expression level. The total expression level is defined as
the sum of the expression levels in the individual experiments.

The GenePie visualization is a collection of pie charts. There is one pie chart for
each gene in the data set being analyzed. A pie chart is useful, when parts of a
quantity should be displayed with respect to the whole quantity. In the GenePie
visualization, the expression level in each experiment is compared to an implicit
total expression level (the sum of expression levels over all experiments). Each
experiment is represented by a particular color which can be changed by the user.
Furthermore, the program can display the size of the pie charts relative to the maximum expression level. This facilitates the visual detection of outliers. Note that
this is not shown in Figure 2.3.
All plots mentioned before are interactive. Clicking on an item in a plot displays
the corresponding annotation in a text box beneath the plotting area. The user can
select the most appropriate source of annotation from a list of online databases,
like NCBI Entrez, UniGene or PubMed, as well as Affymetrix NetAffx.
1 The response variable is a measurement or characteristic associated with each experimental unit.
It is the quantity of primary interest that is recorded in the data set
(http://www.rit.edu/ djmsma/statistics/part1c.htm).
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Plots can be zoomed as well. To do so, the user must drag a box around an area of
interest. The aspect ratio is not maintained. If the application window is resized,
the plotting area and the plots are resized, too. Again, the aspect ratio is altered.
Scrolling is usually not possible.
GeneSight supports direct printing of plots as well as export to image files. It is
able to create GIF, TIFF and JPEG images.
The program allows the user to group genes together to so-called “partitions”. Set
theoretic operations like union and intersection can be applied to partitions in order
to yield further partitions. A name and a color can be assigned to each partition.
Partitions can be used as color schemes in plots, this means, that all genes are
drawn in the color of the partition they belong to.

2.2.3 Genesis
Genesis [44] is focused on analysis of microarray data using clustering techniques.
The name “Genesis” stands for “gene expression similarity investigation suite”. It
was developed at the Technical University of Graz, Austria.
Genesis version 1.1.3 has been evaluated for this review. It is written in the Java
programming language and requires Java runtime engine 1.3.0 and Java 3D 1.2.
The software is available free of charge to governmental and non-profit institutions
for internal research, commercial users require a license. Genesis runs on most
Windows and UNIX platforms, as well as on the Mac OS platform. However, the
use of Java 3D limits the number of supported platforms. The program can be
downloaded from http://genome.tu-graz.at.
Genesis has several built-in standard tools for gene expression data analysis.
Among these are hierarchical, k-means and SOM clustering, as well as PCA and
PCA visualization in two and three dimensions. SVMs are an additional classification method that has been integrated. For all of these methods, the user can choose
from a wide range of distance measures.
The program supports two different types of plots. These are expression images
(Figure 2.4) and profile plots (Figure 2.5).
Expression images display the expression levels of genes in different experiments
in a two-dimensional matrix, where rows represent genes and columns represent
experiments. The cells of the matrix are colored according to the expression level.
A threshold can be set for the maximum and minimum expression level (symmetrical with respect to 0). This threshold is applied to all plots (expression images
and profile plots) of the program. Expression images are explained in more detail
in Section 5.1.2.3.
In addition, it is possible to customize the colors used to display the expression
levels. In total, there are six colors employed to draw an expression image: POSITIVE, ZEROPOSITIVE, NEGATIVE, ZERONEGATIVE, MISSING and BORDER.
Up-regulated genes are colored using a color from the gradient of POSITIVE
(increase equal to threshold value or smaller) to ZEROPOSITIVE (minimum increase), down-regulated genes are colored using a color from the gradient of NEG13
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Figure 2.4: Genesis expression image. Moving the mouse over the cells of the image displays the
corresponding expression value, the gene name and the experiment name in the status bar. The
dimensions of the cells can be adjusted.

ATIVE (decrease equal to threshold value or smaller) to ZERONEGATIVE (minimum decrease). Cells with missing values are colored in MISSING. The borders
of the matrix are colored in BORDER. However, drawing of the borders can be
switched off.
If the user moves the mouse pointer over the expression image, Genesis displays the
name of the gene under the mouse pointer, its expression level and the name of the
experiment. If the genes have been clustered before, it is also possible to click on
a cell and perform a search for the accession number of the gene or its description
(only if these attributes were provided with the data) in the NCBI Entrez database.
The size of the cells in the expression image can be adjusted. If the height of the
cells exceeds some threshold value, the accession number and the description of a
gene will be added to the corresponding row.
The second type of plot provided by Genesis are profile plots, which are only available, if the genes have been previously clustered. Profile plots list experiments
along the horizontal axis, the vertical axis ranges from the minimum expression
level to the maximum expression level, as set by the user (as described above). The
number of genes of a cluster is also shown in profile plots.
Genesis displays profile plots either with all profiles of a cluster, the mean and the
representative of the cluster or it displays only the mean with error bars for the
standard deviation and the representative of a cluster. In the second case Genesis
can also show an overview of all clusters in a single window. It is to remark, that
14
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Figure 2.5: Genesis profile plot. Besides gene profiles, cluster representatives and cluster means are
displayed. Profile plots are static.

representatives of clusters are only shown in case of SOM clustering.
A scale with ticks for integer numbers is displayed along the vertical axis of the
plots. Except for a line indicating an expression level of 0, Genesis does not draw
grid lines.
In Genesis clusters can be published. “To publish” means, that the user can assign
a color to all profiles of a particular cluster. Profiles of a published cluster will
be drawn using the assigned color in all profile plots. The color of a profile is
overwritten, if it is published again in context of another cluster.
If the application window is resized, the size of profiles plots is adapted to the
new window size, keeping the aspect ratio of the plots. Expression images are
not resized, but can be scrolled if the window is too small to display the whole
expression image.
A special feature in Genesis is that for all plots anti-aliasing can be turned on or
off. This influences also the image quality if a plot is exported to an image file.
Available formats for export are PNG, JPEG, TIFF and BMP. Export to vectorbased graphics formats and printing are not supported.
The numerical representation of the expression levels is displayed exclusively in
the expression images while the mouse pointer is over a cell of the matrix. In
addition to the description being displayed in these plots, Genesis can list all genes
with their accession number (or with an arbitrary identifier) and a short description
in a table. However, the description must be contained in the input file.
15
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2.2.4 GeneSpring
GeneSpring [11] is a commercial tool developed by Silicon Genetics (Redwood
City, CA, USA).
For this review a fully operative demo version of GeneSpring version 5.0.3 was
evaluated. Like all other programs in this review, GeneSpring is written in Java
and requires at least Java runtime engine 1.1.0. GeneSpring runs on most Windows
and UNIX platforms, as well as on Mac OS 9 and Mac OS X, according to Silicon
Genetics. A time-limited demo version of GeneSpring can be downloaded from
the Silicon Genetics website at http://www.silicongenetics.com. It has the most
comprehensive functionality of all programs reviewed.
GeneSpring is meant to be a flexible solution to serve both individual researchers,
as well as large laboratories. Therefore it has integrated support for access to SQL
databases through ODBC, using a database schema proposed by the Genetic Analysis Technology Consortium (GATC) [22].
The program offers a wide range of tools for gene expression data analysis. Among
these are SOM, k-means, hierarchical clustering, and PCA. A rather less common
feature integrated in GeneSpring is a search tool for potential regulatory sequences.
To be able to use this tool, the user must provide the sequences of the genes along
with the corresponding upstream and downstream regions. Furthermore, GeneSpring offers several filters, normalization techniques and statistical analysis tools,
which can be used to find significant differences in gene expression patterns. A
scripting language, that supports conditionals, branching and access to many tools
integrated in GeneSpring is provided, too. A visual editor for this scripting language can be purchased from Silicon Genetics (Redwood City, CA, USA).
GeneSpring has a rich set of visualization options. The user manual [40] lists 12
different display formats:
1. Graph view, a plot of expression level against the conditions of the experiment. This is the typical profile plot as seen in most gene expression data
analysis programs (Figure 2.6).
2. Physical position, a display of gene expression data over chromosomal or
plasmid maps. Depending on the zoom factor, sequence information is displayed.
3. Classification view, a display of genes categorized by function or another
defined classification.
4. Array layout view, a schematic representation of expression data over the
positions of genes as gridded on the array.
5. Graph-by-Genes view, a continuous plot of expression levels against genes
on the horizontal axis.
6. Bar graph view, a bar graph representation of expression level of each gene
for each condition of the experiment.
16
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7. Pathway view, an overlay or mapping of expression data onto a 2dimensional image (GIF or JPEG file), representing a pathway.
8. Ordered list, a display of genes in ranked order of a set of associated values.
9. Scatter plot, a plot of two sets of variables for data points against each other.
10. Compare-Genes-to-Genes view, a matrix displaying correlation co-efficients
for expression profiles for pairs of genes.
11. Tree view, displays the results of hierarchical clustering in the form of a
mock phylogenetic tree, or dendrogram.
12. Blocks view, draws a rectangle for each gene in the selected data set and
colors it according to its expression level.

Figure 2.6: GeneSpring main window showing clustered gene expression data in profile plots. Shown
on the right is the color scheme in use. The vertical axis of the color scheme represents the expression
level, the horizontal axis represents the trust.

For plots that are displayed in a coordinate system, several aspects of the coordinate
system can be customized. It is possible, for instance, to set the scale of the vertical
axis to log-space, linear-space or fold-change-space. Additionally, the range of the
vertical axis can be adjusted, either to user-defined values or automatically to the
global maximum and minimum values of the data. The interval of major and minor
ticks on this axis can be customized as well. Grid lines can be turned on and off
independently for the vertical and the horizontal axis.
17
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Coloring of the plots can also be adapted. First, it is possible to select the aspect of
the data to be used for coloring. Such aspects are, for example, expression level,
significance and containedness in one or more predefined sets of genes, such as
clusters or explicitly selected genes relevant to the user.
Second, the colors used to draw plots can be changed by the user. GeneSpring
distinguishes six different colors: UPREGULATED, NORMAL, DOWNREGULATED, STRUCTURE, BACKGROUND and SELECTED. In case of the expression level being used as the aspect relevant to coloring, a gradient is created from
UPREGULATED via NORMAL to DOWNREGULATED. Then the gradient is
mapped on a scale ranging from a user-definable minimum value represented by
DOWNREGULATED, to a user-definable maximum represented by UPREGULATED. An expression level of 0 (or 1, depending on the space set for the vertical
axis) is represented by NORMAL. Besides, a level of trust is encoded in the color
scheme based on saturation. Low saturation means low trust, high saturation means
high trust. Colors of low saturation are very similar to BACKGROUND, whereas
colors of high saturation are bright. The definition of trust depends on the type
of experiment chosen and differs between one- and two-color 2 microarray experiments [40].
BACKGROUND is used to color the background of plots. Axes, ticks and scales
of coordinate systems are drawn in STRUCTURE. Grid lines are colored using
a predefined color that cannot be changed by the user. SELECTED is used to
indicate, that the user has selected a profile or a corresponding element in a plot.
GeneSpring plots have several interactive features. As already mentioned in the
last paragraph, the user can select profiles and corresponding elements in plots.
This is done by clicking on the element, which becomes highlighted and information like gene name or identifier is displayed in a legend. The content of the legend
can be configured and the legend itself can be turned on or off. Double-clicking
on an element raises a dialog window called “Gene Inspector”, where more comprehensive annotation about the gene is displayed along with the expression values
and the expression profile. Gene Inspector has an integrated search tool for similar
genes and the user can lookup the gene in several online databases like GenBank,
GeneCards, UniGene, LocusLink and DDBJ. The results of a database search are
displayed in an external web browser window.
All plots in GeneSpring can be zoomed. Zooming can be achieved in two different
ways. First, the user can zoom in, zoom out and zoom fully out (fits plot into window) via menu entries, that can also be called by keyboard shortcuts. The second
option is to drag a rectangular box around an area of interest and the program will
try to fit that area into the window. However, in contrast to the first option, the
aspect ratio of the plot may be changed, making the plot appear differently. If the
application window is resized, the plot will be resized too, with a possible loss of
the original aspect ratio.
2 In a one-color microarray experiment only a single dye and a single cDNA/cRNA population
are used per array. For instance, Affymetrix GeneChips require one-color experiments. In a twocolor experiment two different dyes are used to mark two (different) cDNA populations, which are
hybridized to the same array. This protocol is usually applied for cDNA chips.
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Numerical expression levels are shown in Gene Inspector, but can also be viewed
in a spread-sheet-style table where cells are colored according to the representation
of the expression value in the plots. Selecting genes in the spread-sheet table also
selects the gene in the plot and vice versa (Figure 2.7).

Figure 2.7: Expression levels in spread-sheet view. The colors depend on the color scheme defined
by the user.

The program offers PNG and PICT as output formats for image export. While PNG
is pixel-based and cannot be scaled without loss of quality, PICT is a format that
allows lossless scaling within sensible limits. However, PICT is an image format
that has originally been developed for the Macintosh computer and is therefore
only weakly supported on some platforms. For image export, the user can choose
a color scheme different from that used for display in the program. Images can be
also be sent directly to a printer.
Expression data can be stored in flat files or in a database as described above.
Another option is to publish data to Silicon Genetics’ GeNet data management
solution (Silicon Genetics, Redwood City, CA, USA).

2.2.5 J-Express
Predecessor of the commercial J-Express Pro, J-Express [15] has been developed
at the University of Bergen, Norway. It is an application written in Java, providing
tools for exploratory analysis of gene expression data.
The program requires an installation of the Java runtime environment version 1.3.0
or later. It is available free of charge from the website of the bioinformatics
research group at the Department of Informatics, University of Bergen: http://www.ii.uib.no/˜bjarted/jexpress. As the program is implemented in the Java programming language, it runs on Windows, UNIX and Mac OS platforms.
Data is loaded into J-Express from tab- or space-delimited files, using a graphical
data loader, where the user can easily define the layout of the data file. The user
can select those columns that contain data and those that contain gene identifiers.
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J-Express has integrated support for hierarchical, SOM and k-means clustering,
as well as for PCA. The results of a hierarchical clustering are displayed as an
expression image, with the corresponding dendrogram attached to the expression
image (Figure 2.8). The user can click nodes of the dendrogram to get a zoomed
expression image of a subtree using the clicked node as root node. Furthermore,
a so-called “gene graph”, which is a profile plot in linear space, containing only
profiles from the selected subtree, is displayed (Figure 2.9).

Figure 2.8: J-Express expression image. The dendrogram shown on the left can be used to select
clusters from the expression image. Selected clusters can be displayed as profile plots as shown in
Figure 2.9.

Figure 2.9: J-Express profile plot. The information represented by the height of a profile is coded by
the coloring of a profile as well.

The profile plot opens in a new window, and therefore the program can display a
large number of profiles plots at the same time. The range of the vertical axis of
20
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the profile plot is determined by the largest absolute expression level of all genes
displayed in the plot. Let this expression level be x, then the vertical axis ranges
from x to  x. This range is divided into ten segments of equal height by horizontal
grid lines that are labeled with the corresponding expression level. Vertical grid
lines are displayed for each experiment, but no labels are shown.
Profiles are divided into segments and colored accordingly. A segment is the line
that connects the expression levels of a gene in two experiments that are adjacent
in the plot. The color of such a segment is determined by the expression level in
the experiment at the right end point. Expression levels are mapped on a gradient
ranging from green (most negative expression level) via black (0) to red (most
positive expression level).
To choose which of the genes should be displayed in the plot, a list is provided
where genes can be selected or deselected. In addition to gene profiles, the mean
expression profile of the subtree is shown in the plot. A further filter to select
particular genes is the so-called “profiler”. The profiler allows the user to define a
profile and a surrounding, which are used to decide whether a profile is shown or
not (Figure 2.10).

Figure 2.10: J-Express profiler tool. The sliders on the left can be used to shift the upper and the
lower limits up or down. The slider labeled “Cycle” shifts the profile to the left or to the right. The
small circles on the profile can be dragged and moved using the mouse.

Resizing the window of the profile plot resizes the profile plot itself. The user is
responsible to maintain the aspect ratio, if preferred.
Profile plots can be also displayed in three dimensions, where the first dimension
are genes, the second are experiments and the third are expression levels. For each
gene and experiment, J-Express shows a three-dimensional bar with height and
color corresponding to the expression level (Figure 2.11).
These plots can be rotated. Again genes can be chosen to be displayed or not,
however, there is no scale indicating the absolute height of the bars. Like in twodimensional profile plots, three-dimensional profile plots can be resized by changing the size of the window.
As mentioned before, J-Express is able to perform SOM clustering and k-means
clustering. The clusters resulting from each one of both techniques are displayed
in a grid of profile plots (Figure 2.12).
Either the mean of each cluster or the profiles of all genes of a cluster are shown,
using the same segment-based coloring technique explained above. Furthermore,
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Figure 2.11: J-Express three-dimensional profile plot. The list on the right can be used to select and
deselect genes to be displayed in the plot.

Figure 2.12: Result of a SOM/k-means clustering in J-Express. Single clusters can be selected and
visualized as profile plots (Figure 2.9).

the number of genes per cluster is printed into the plots. However, there are neither
grid lines nor a scale.
Clicking on one of the plots in the grid, a profile plot as described before will appear. Starting at this plot, the user is able to further explore the data using features
explained above.
The results of a PCA are shown in another plot, where the user can select which
of the principal components should be used to draw the data in a two-dimensional
Cartesian coordinate system (Figure 2.13). In this plot it is possible to select a set
of genes by dragging a rectangular box around them using the mouse. The selected
genes will be displayed in a profile plot as described above.
J-Express has no support for printing, however, all plots can be exported to GIF
22
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Figure 2.13: PCA in J-Express. Genes can be selected by dragging a rectangle around them with the
mouse. In addition, the principle components to be visualized can be selected.

images. Selected clusters from a hierarchical clustering can be exported to VRML
file. For the profile plot and the expression image, it is also possible to save gene
identifiers and expression values of selected genes to a text file.

2.2.6 Microarray Explorer
Microarray Explorer has originally been created at the Laboratory of Experimental
and Computational Biology, NCI, FCRDC at Frederick, MD, USA. It is a versatile data mining bioinformatics tool for analyzing quantitative cDNA expression
profiles across multiple microarray platforms and DNA labeling systems [31].
Microarray Explorer is an open source project and distributed under the Mozilla
Public License [49]. It is written in the Java programming language. However,
it was not possible to figure out the minimum release number of the Java virtual
machine required to run the program. It can be download from the website of the
project at http://maexplorer.sourceforge.net. For this review, Microarray Explorer
version V.0.96.30.3-Beta has been evaluated.
To allow the user to reduce the number of genes to be considered in the analysis,
the program offers a number of data filters. These are based on predefined gene
sets, spot intensity values, ratio ranges and statistical analysis. Furthermore, several normalization algorithms have been implemented. k-means and hierarchical
clustering are provided by Microarray Explorer, as well as a procedure that allows the user to find genes that have a certain similarity with a given gene. In this
case similarity is based on distance, measured using either Euclidean distance or
Pearson correlation coefficient.
Microarray Explorer visualizes the microarray spot layout in its main window (Figure 2.14). The visualization is interactive, the user can click on a spot of the array
to obtain information about the associated gene and the expression level. This information is shown in the text boxes above the microarray layout. Alternatively,
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“mouse-over info” can be selected, which updates the text fields when the mouse
pointer is moved over a spot. The representation of the microarray layout can be
adjusted depending on the kind of microarray technique used. Microarray Explorer
allows to save the microarray layout as GIF image.

Figure 2.14: Microarray spot layout display in Microarray Explorer. Spots can be clicked and
information about the associated gene will be displayed in the information area above the spot layout.

Scatter plots [8] are provided as well, which can be saved as GIF images. A scatter
plot is a two-dimensional plot of the values of one variable against those of another
variable, where each variable defines one axis of the plot. Scatter plots are usually
employed to either verify or falsify dependencies between two variables.
Clicking on a point in the scatter plot displays the same information that is displayed clicking on a spot in the microarray layout. Additionally, the spot in the
microarray layout, that corresponds to the clicked point in the scatter plot, will be
selected. The axes of the scatter plots can be re-scaled interactively, which is equal
to zooming. However, the size of the plotting area is fixed and cannot be changed.
Histogram plots are supported as well. A histogram plot showing measured intensities along the vertical axis and the number of genes exhibiting a given intensity
along the horizontal axis is shown in Figure 2.15. Again, the plot can be saved as
GIF image.
Furthermore, visualization of expression profiles is integrated in Microarray Explorer (Figure 2.16). These are not interactive like the histogram plots described
before, but they can be also saved as GIF images. Expression profiles can be
zoomed at fixed magnification factors (1x, 2x, 5x, 10x and 20x), drawn with lines
(like in a bar plot), with circles or as a contiguous curve. Error bars can be turned
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Figure 2.15: A histogram plot displaying intensity vs number of genes.

on or off, however, there is no scale for the height of expression levels. Basic annotation is displayed beneath the expression profile and the list of samples along the
horizontal axis can be displayed. It is not possible to display more than one profile
at the same time.

Figure 2.16: Profile plot in Microarray Explorer, zoom factor is 2x.

The program allows the user to create an expression image. Using the expression
image, it is possible to select either a single cell or a complete row. Depending
on what the user selected, either general information concerning the gene in the
corresponding row is displayed or specific information on the intensity of the cell
in the selected sample (Figure 2.17). The expression image can be saved as GIF
image.
Microarray Explorer has no support for direct printing.
Intensity data and annotation are displayed in spread-sheet-style tables or as tabdelimited tables, that can be saved as plain text files.
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Figure 2.17: Expression image in Microarray Explorer. Note the white circle indicating the selected
cell. Information about the selected cell is displayed above the expression image.

2.2.7 VIZARD
VIZARD [35] is specialized in analysis of gene expression data from the Affymetrix
Arabidopsis GeneChip and has been developed at the Department of Plant and
Microbial Biology at the University of California, Berkeley, CA, USA.
VIZARD is another gene expression data analysis program developed for the Java
platform. It requires at least Java runtime environment version 1.2.2. Thus, the
program runs on most Windows and UNIX platforms, as well as on Mac OS X.
It is available free of charge for educational, research, and not-for-profit purposes
from http://www.anm.f2s.com/research/vizard.
According to [35], the main purpose of VIZARD is to facilitate analysis of the
Affymetrix Arabidopsis GeneChip. It has a built-in filter that supports filtering
of Affymetrix specific values like “Noise” and “Noise Multiplier” among other
criteria. A simple clustering algorithm has been integrated, that is able to cluster
genes according to Pearson Product Moment Correlation (Pearson Correlation).
As an alternative, the program can submit data to EPCLUST, which is a web-based
gene expression analysis system created by the European Bioinformatics Institute
(EBI). The results of the internal clustering algorithm are displayed by sorting the
list of genes in the main table of the program (Figure 2.18), such that genes with a
high correlation appear at the top and genes with a low correlation at the bottom of
the table.
Double-clicking a gene in the main table opens the “Graph” tab, where a profile
plot of the selected gene is displayed (Figure 2.19). It is not possible to display
more than one profile at the same time.
The profile plot has a scale on the vertical axis, and a legend indicating the
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Figure 2.18: Main table of VIZARD showing the fold change relative to the first experiment. Note
that the expression level can be reviewed by selecting the tab “Expression Level”.

Figure 2.19: Profile plot in VIZARD. Only a single profile can be displayed per plot.

Affymetrix probe set identifier of the displayed gene. Grid lines are drawn for both
dimensions. The plot is resized when the size of the program window is changed
and the aspect ratio is only maintained if the user resizes the window accordingly.
The program has no support for printing or export of image files, the authors recommend to make screenshots.
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3

Motivation for the design of
Mayday
3.1 Discussion of reviewed software tools
It is evident, that the quality and abilities of the visualization tools of the programs reviewed in Chapter 2 vary to a large degree. The commercial products
offer advanced and innovative visualization options, while most of the freely available programs provide only rather basic visualization. However, all programs have
shortcomings concerning various aspects of the provided visualization options.
Interactive features, which allow the user to click on elements in plots, to obtain
further information on genes or experiments, are integrated in only less than half of
the evaluated programs. Such functionality is very important, if the user is visually
exploring the data and wants to identify outliers or other genes with an unusual
appearance. Moreover, selection of several elements in plots is supported only in
few programs. Such a feature could enable the user to form groups of interesting
genes and keep track of them in further steps of the analysis.
Another weakness of many visualizations is, that they are either not scalable at all,
or depending on resizing of the application window. If scaling is only possible
by resizing the application window, the aspect ratio of the plot is usually changed.
This makes the plots appear differently and is not conducive to visual exploration
of the data, especially in profile plots or box plots. This problem is reinforced
by the lack of a scale in many plots. Often there is no support for zooming into
plots, or zooming alters the aspect ratio. In some cases zooming is possible, but
the program does not support scrolling of the zoomed plotting area. This userunfriendly behavior unnecessarily complicates and delays the data analysis.
Image export functionality is in all but one case limited to pixel-based image formats. These programs usually support export of images only at screen resolution.
The only exception is GeneSpring that offers export to the PICT format. PICT
has been developed by Apple Computer, Inc. and uses commands from the Apple QuickDraw drawing software to describe image content. This image format
has meanwhile been replaced by Adobe’s Portable Document Format (PDF) and is
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not considered a standard format in UNIX and Windows environments, thus only
weakly supported on such platforms, if at all. Export to widely accepted, vectorbased image formats is extremely useful, when once exported images have to be
rescaled, for instance, in publications, posters or web pages.

3.2 Some requirements
This section describes the features, that seem to be extremely beneficial, if integrated in a microarray data analysis application.
In most freely available microarray data analysis applications reviewed in Chapter
2, the visualization of the data is static. In this context, static means, that there is
no way to add data to the plot or to change the size of the plot without resizing
the application window. The user is usually not offered any possibility to interact
with the visualization. However, interactive features like selecting elements of a
visualization or clicking on them, yields a great benefit for the data analysis, if
done right.
Other aspects to be considered are, for instance, the display of grid lines and scales,
as well as that of legends and captions. The first two are very helpful during the data
analysis, as they prevent misinterpretation of the data and give a clearer idea of the
structure of the data. Another function, that helps to interpret the data without being
led astray, is a zooming function that maintains the aspect ratio of a visualization, if
that is relevant to the visualization 1 . Another user-friendly feature is the possibility
to scroll visualizations, if they do not fit into the window area.
But most important, the user should be enabled to interact with a visualization.
Such interaction is, for instance, selection of elements of a visualization for further
inspection, may be using another kind of visualization. Furthermore, the user must
be provided with functions that allow her or him to obtain detailed information
about displayed elements like gene profiles, for example by clicking them. Thus,
the user can visually detect and identify such genes that show atypical or extreme
expression profiles, which is usually not possible in static visualizations. Using
selection and grouping features, the data might even be partitioned into clusters of
related genes, as done by Cho et al. [10].
Exporting results of visualizations to standard image formats (pixel- and vectorbased) is another important feature that supports the user in publishing her or his
work. Not only publication though, but also documentation of a procedure is improved and clarified by illustrating visualizations exported from the microarray
data analysis software.

3.2.1 Different visualizations
In general, there are many different ways to visualize data. For example, imagine
an election day TV programme on the outcome of the elections. Different types
of diagrams, all based on the same underlying data, are used for different contexts
1 It

is relevant to maintain the aspect ratio in profile plots, but not in expression images.
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of the results. Pie charts and bar charts are two very typical diagrams for the
visualization of such election results. A pie chart is more suitable to display the
amount of votes a party received, with respect to the total number of votes, while
a bar chart works better if the votes of one party are to be compared to those of
another party.
The same applies for gene expression data. In gene expression data analysis pie
and bar charts are not so common, you will rather see profile plots, heat maps or
expression images, box plots, parallel coordinate plots and scatter plots, just to
name a few. These graphical representations help the user to get a notion of the
structure of the data set within short time. Usually the graphical representation is
not as precise as the original data, but it covers all relevant aspects of the data.
Good graphical representations emphasize the important aspects of the data, which
is just the idea behind graphical representation of data. The user should not be
distracted by unnecessary details. However, later it may be appropriate to consult
a table or spread-sheet containing the data in numerical form, which is the most
detailed, yet least intuitive form of data visualization.
In many cases, a data set is a compound of a collection of subsets. In the election
day example, the nation-wide outcome might for instance be the superset of all
state-wide election results. Equally in gene expression data analysis, where for
example the clusters of a data set make up the data set itself. Often it is desirable
to display visual representations of subsets as well, both in an election day TV
programme and in gene expression data analysis software.
In an iterative process, the user may explore the data and its subsets by repetitive
application of different kinds of visualizations. Thus, she or he may be able to
detect specific patterns and structures in the data, that may lead to conclusions
about the outcome of the microarray experiment.

3.2.2 Supporting techniques
Data visualization is supported2 by classical gene expression data analysis techniques as clustering algorithms and statistical methods as described in Chapters
1 and 2. Filters are another useful tool to classify and group genes according to
different criteria. Essentially, the principal observation concerning such supporting techniques is, that there are many of them and that their number is constantly
increasing.

3.3 Conclusion
Due to the special requirements described in the previous section, the design and
implementation of a microarray data analysis application supporting these features,
is highly desirable.
2 Of course, the other direction applies as well, that statistical methods and clustering algorithms
are supported by data visualization. Probably this is even the more common way to look at microarray data analysis techniques.
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Mayday, short for Microarray Data Analysis, was developed, to address the aforementioned requirements. Mayday provides both, different types of diagrams or
visualization tools, as well as the possibility to view only subsets of the original
data. All visualizations offer zooming, scrolling, export to pixel- and vector-based
image formats and creation of arbitrary groups, that may represent clusters, userdefined groups or other groups. The creation and management of these groups is
very general and highly flexible. Interactive features as described in the previous
section are integrated as well, and visual exploration of the data is fostered.
The program is designed to be extended by plug-ins in the future, which are intended to provide supporting techniques as clustering algorithms, filters and statistical tests, just to name a few.
Mayday is written in the Java programming language, as in most biological or
clinical laboratories heterogeneous hardware environments are prevailing. Mayday
has a graphical user interface based on the Java Swing GUI toolkit.
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Design and implementation of
general data organization
concepts
4.1 Concepts of data organization
In this section, the data organization structures implemented in Mayday are introduced and described. It is important to get the idea behind the key principles
illustrated in this section, to be able to understand the following chapters.

4.1.1 Representing the expression matrix
In gene expression data analysis, either gene profiles or experiment profiles are
evaluated. These correspond to the rows and columns of the expression matrix,
respectively (see Figure 4.1). At the moment, Mayday supports only evaluation of
gene profiles, not that of experiment profiles 1 . So the expression matrix is considered to be a list of gene profiles or probes. Hence, a probe is a vector, where each
entry represents the expression value of a gene or EST in a distinct experiment.
Currently, the expression matrix is read into Mayday from a tab-delimited 2 input
file, where each row (probe) is labeled with a probe identifier. The probe identifier
is a string that must be unique in the expression matrix and is part of the annotation
of a probe. The annotation of a probe consists of a name, a short description (usually a single sentence or a set of keywords) and a more comprehensive description,
which might be plain or HTML-formatted text. Since the tab-delimited file format
is only an interim solution, the short description and the extensive description cannot be loaded from file. Chapter 6 contains a section about data sources that might
be accessed in the future.
1 However,

the expression matrix might be transposed, prior to loading it into Mayday.
tab-delimited file is a plain text file, that contains several data columns separated by tabulator
characters. Since the tabulator character represents a kind of meta character in such files, it must not
be contained in the data, otherwise the column would be preliminarily terminated. Tab-delimited file
formats are often used to store tabular data.
2A
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Figure 4.1: An expression matrix as analyzed by Mayday. Rows represent probes and columns
experiments. The first column contains probe identifiers.

After a probe has been read from the input file, it is stored in the so-called master
table. The master table is an unordered set of probes. Within the master table,
a probe is identified by its probe identifier. Mayday distinguishes between two
types of probes: implicit probes and explicit probes. The latter are those read from
the input file. Implicit probes are such probes, that are implicitly contained in the
expression matrix or master table, respectively. The mean over all explicit probes
is an implicit probe, for instance. Centers (prototypes) of SOM or k-means clusters
are considered to be implicit probes, too.

4.1.2 Organizing probes
Each master table belongs to exactly one data set, which is the topmost organizational unit in Mayday. Mayday is able to manage several data sets, which are
completely independent of each other and strictly separated. So it actually does not
make a difference, whether two data sets are analyzed in a single or two different
instances of Mayday. Besides a master table, so-called probe lists are associated
with each data set.
Probe lists are one of the most important concepts in Mayday. A probe list is a
set of probe identifiers in a mathematical sense, this means, that a probe identifier
occurs no more than once in a probe list 3 . The master table of a data set is divided
into (not necessarily disjunct) subsets by the probe lists associated with the data
set. A special probe list, called global probe list, contains all probes of the master
table. The same probe might be contained in more than one probe list, while it
is contained not more than once in the same probe list. The relationship between
master table, probes and probe lists is shown in Figure 4.2.
Probe lists are virtually independent of data sets, the only prerequisite to attach a
probe list to a data set is, that all probe identifiers of the probe list must be contained
in the master table of the data set. This requirement is usually fulfilled, if the same
3 The

term probe set would be more suited to describe this concept, but probe set is a term commonly used in the context of Affymetrix GeneChips, with a completely different meaning.
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Figure 4.2: The relationship between master table, probes and probe lists. Here the master table (a)
is represented by a cube, probes are listed along the x- and the y-axis, the z-axis lists the experiments.
The grid shown on the front of the cube is not to be confused with the rows and columns of a table, but
each cell of the grid represents a probe of the master table. (b) and (c) show two different clusterings
of the master table, or of the global probe list, respectively. (d) and (e) represent user-defined probe
lists and (f) shows the probe lists associated with selected probes of the master table.

chip model has been used in a series of experiments. Probe lists have the same
annotation as probes, including a name, which has to be unique within a data set, a
short description and a more comprehensive description. Additionally, each probe
list is assigned a color, which is used for visualization. A more detailed description
on the purpose and usage of this color will be given later.
Using the extensible markup language (XML), a file format has been developed
for probe lists. This means, that a probe list can be saved in and loaded from a file,
which enables the user to keep probe lists for several sessions. Mayday saves the
complete annotation and the color of the probe list along with the set of probes in
the file. The file format is explained in detail in Appendix B. The document type
definition (DTD) is shown there as well.

The concept of probe lists is very flexible and powerful. To illustrate this, some
examples are given on how probe lists can be applied in Mayday.
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Clustering A clustering algorithm takes a set of probes as input and determines
a partition of that set with respect to certain criteria. See also Chapter 1 for a
description of clustering in general and common clustering techniques.
In Mayday both the input set and the output sets of a clustering algorithm will be
represented by probe lists. Besides clusters, a clustering algorithm might also yield
a set of cluster centers (one for each cluster). Cluster centers will first be added to
the master table as implicit probes. Second, the clustering algorithm will create
one probe list for each of the cluster centers and return these probe lists along with
the cluster probe lists. See also Figure 4.2 (b) and (c).
Genes of particular interest A user of Mayday might consider a set of genes that
he or she is particularly interested in, so the user might create a probe list of those
genes and assign this probe list a separate color. Mayday can then be configured to
mark the probes of this probe list with the given color whenever they are displayed
in a viewer. The involved mechanisms are explained in detail in Chapter 5.
Statistical information Probe lists and implicit probes can also be used to hold
and display statistical information vectors that describe a set of probe lists. For
instance, mean, median, standard deviation or variance of a set of probe lists can
be computed and stored in an implicit probe. Then a probe list is created, which
holds only this implicit probe. Alternatively, a set of related statistical information
vectors such as minimum, maximum and mean can be assigned to a single probe
list. If this probe list is plotted along with the probe lists of explicit probes, the
statistical information vectors can be displayed on top of all other probes in the
color assigned to the corresponding probe list. Again, details can be found in
Chapter 5.
Filtering Besides clustering algorithms, there are other techniques and methods,
that can be applied to probe lists. Among these are for instance filters, which can
be considered as a kind of very simple classifiers. They take one or more probe
lists as input and assign each probe of the input set a binary flag (either true or
false) according to user defined criteria. The filter will create a new probe list of
those probes that have been assigned a “true” flag and make it available to the user.
Alternatively, the user can setup the filter to return the complement of this probe
list with respect to the input probe lists. This means, that it will return all probes
labeled with a “false” flag. Filters will be realized as plug-ins and provide a wide
range of different criteria. Examples for filtering criteria are given in Chapter 6.
Set theoretic operations Since probe lists are equivalent to mathematical sets,
set theoretic operations like unions, intersections and negations can be applied to
probe lists. This makes it possible for the user to perform more complex filterings
and analyses.
At first glance all this seems to be more complicated than it has to be. One might for
example ask, “Why not color and display statistical information vectors or cluster
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centers directly?”. The answer to this question is simple. Mayday is (currently)
completely aimed at the processing of probe lists. On the one hand, probe lists are
a more powerful concept than single probes and on the other hand, everything that
can be done with specialized data vectors and single probes can also be done with
probe lists. Furthermore, a single concept makes the source code more efficient
and more stable in particular. At the time of this writing, the visualization tools of
Mayday are also exclusively based on probe lists. Accordingly, the user requests
the program to visualize a probe list - not probes, as one might think. Eventually
the result is the same, as Mayday displays the probes contained in the visualized
probe lists.

4.1.3 Organizing probe lists
A data set stores and organizes its associated probe lists in a probe list manager.
The probe list manager induces a total ordering 4 in the set of probe lists associated
with the data set. In other words, the probe lists are stored in a list, so that each
probe list has a distinct position in the list. The position in the list assigns a priority
to each probe list. Probe lists at the top of the list have high priority, while those at
the bottom have only low priority. This priority is referred to as the color priority,
since it is used to determine the color of a probe when it is displayed. Mayday
enables the user to change the order of the probe lists in the probe list manager,
which might subsequently change the color of some probes.
The ordering induced by the probe list manager defines a so-called top priority
probe list for probes contained in the master table, which is determined as follows.
Each probe is associated with a set of probe lists. Of this set, one probe list can
be determined, that has the highest color priority with respect to the ordering induced by the probe list manager. This probe list is the top priority probe list of the
corresponding probe. Its color is used to mark the probe when it is displayed. If a
probe is not associated with any probe list, it does not have a top priority probe list
and from this it follows, that it does not have a defined color. However, this is not
a problem, since a probe that is not contained in a probe list, cannot be displayed
(see previous section and Chapter 5).
The influence of the probe list manager on the previously described relationship
between master table, probe lists and probe is illustrated in Figure 4.3.

4.2 Further general features
4.2.1 Data transformation
In Mayday a data set can be assigned a data mode by the time it is loaded. The
data mode describes whether the data represents absolute expression values or ratios. Modifications of the data might be represented by the data mode as well.
4 A binary relation R in a set A that is antisymmetric ( a  b  A : aRb  bRa 
a b), reflexive
( a  A : aRa), transitive ( a  b  c  A : aRb  bRc  aRc) and linear ( a  b  R : aRb bRa) is
called a total ordering in A.
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Figure 4.3: In addition to the instances shown in Figure 4.2, the probe list manager and its influence
on the color of a probe is displayed. (a) and (b) show the master table and all available probe lists.
The unordered probe lists associated with selected probes of the master table are shown in (c). (d)
and (e) represent two different orderings of the probe lists by the probe list manager. (d) gives higher
priority to the clusters, while (e) places the user-defined probe lists at the top of the list. This is
probably the more realistic setup, since in general the specificity of a probe list will determine its
color priority. (f) shows the colors of the selected probes as determined by the probe list manager
setups 1 and 2. “T” identifies top priority probe lists.

For instance, such modifications (or transformations) are log 10 , log2 or ln (natural
logarithm).
However, the data mode is nothing else than a description provided by the user,
which is displayed in viewers. On the other hand, expression values of probes in
the master table can also be transformed. This is described in detail in Chapter 5,
since transformations are a feature linked to the visualization tools of Mayday.

4.3 Implementation
4.3.1 Relationships between classes
Figure 4.4 shows the dependencies, associations and the inheritance hierarchy of
the above concepts as implemented in Mayday. The diagrams employ elements of
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the unified modeling language (UML) 5

Figure 4.4: The relationship between the classes implementing the concepts described in the previous
sections.

5 The Unified Modeling Language (UML) is a visual modeling language for the specification,
construction and documentation of the artifacts of a system-intensive process. In the context of a
system-intensive process, the UML is applied as a process to derive or evolve a system [2]. In order
to support the modeling process, the UML offers a wide range of diagram types like activity, use
case, sequence, state transition and class diagrams. The latter diagram type can be seen in Chapters
4 and 5. The UML has been approved as a standard by the Object Management Group (OMG) and
is supported by most software engineering tools.

39

Design and implementation of general data organization concepts

4.3.2 Summary of important classes
This section describes the most important classes that implement the general concepts of Mayday.
Probe The class Probe represents the smallest unit within Mayday. Probe contains a list (java.util.ArrayList) of expression values, where each list element represents an experiment. Expression values are stored as double precision floating
point numbers (java.lang.Double). The length of the list must match the number
of experiments as defined by the corresponding MasterTable object (see next paragraph). Since the expression values might also be missing as mentioned in Chapter
1, the list of expression values is able to hold null values, which represent missing
values. Furthermore, Probe has a flag indicating its mode, whether it is an explicit
probe or an implicit probe. This value of this flag is returned by both isImplicitProbe() and isExplicitProbe(). Besides expression values, Probe maintains a list of
the probe lists in which it is contained. Note that this is not a conceptual requirement, but provides an enormous speed up when a probe is to be displayed. On the
other hand, this requires extra work at the time the probe is added to or removed
from a probe list. However, these are rare events compared to the number of times
a probe gets visualized, so this solution represents a good trade-off.
To avoid accumulation of unreferenced or dangling probes in the master table, implicit probes are currently removed from the master table, when they are no longer
contained in any probe list. This is implemented by class Probe, thus objects of
this class will remove themselves from the master table if they are no longer associated with a probe list. The condition is checked whenever the function removeProbeList() is called, which will subsequently remove the Probe object from
the master table.
To identify and describe a probe, Probe has an associated Annotation object (see
further down).
MasterTable MasterTable is the instance in Mayday that represents the expression matrix. It maintains an unordered list of Probe objects, which can be accessed
by their name, as stored in the corresponding Annotation object. When a DataSet
object is loaded, it calls the read() function of its MasterTable object. The read()
function is applied to a tab-delimited file, where the first column represents the
probe identifier and subsequent columns represent expression values of the probe
in the experiments. The probe identifier may contain blanks. If an expression value
is missing, the read() function will store a null value instead. The number of expected data columns in each row is determined by the header row, which contains
the experiment names. Experiment names may also contains blanks. If a row contains less than the expected number of data columns, it is automatically filled up
with null values. However, the probe identifier must not be missing. If a row contains more than the expected number of data columns, Mayday will fail to load the
file and display an error message. The same will happen if there are probe identifiers that occur more than once. This is consistent with the set properties of the
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master table.
MasterTable provides a function getGlobalProbeList() to retrieve the global probe

list, comprising all explicit probes it contains.
Two utility functions, getMinValue() and getMaxValue() can be used to query the
minimum and maximum value of all explicit, implicit or both types of probes. In
case that there are no probes of either type, a null value will be returned.
ProbeList The ProbeList class holds an unordered set (java.util.Map) of references to Probe objects. The list of Probe objects contained in a ProbeList may be
either read from a file (as described in Appendix B) or added using the functions
addProbe() or setProbes(), respectively.
To read the XML-based probe list file, the org.xml.sax.XMLReader is employed.
It implements the interface defined by the Simplified API for XML 2 (SAX2),
which is a de facto standard for parsing XML files [19, Chapter 24] and is included in all releases of the Java programming language as of version 1.4. SAX2
is an event-driven API and therefore requires less memory than other XML parsing
APIs, which make the whole document tree available.
While parsing the probe list file, ProbeList looks up each read probe in the associated MasterTable object. If a probe cannot be found in the MasterTable, the process
terminates and the probe list file is rejected.
Besides the read() function, ProbeList offers a function write() that can be used to
write the ProbeList to a file.
Probe objects associated with a ProbeList can be either queried using their probe
identifier or the Probe object itself. The latter is used to determine whether a given
probe is contained in the probe list or not.
If an algorithm is required to iterate over all probes of a ProbeList, the function
toCollection() should be used to obtain a java.util.Collection object 6 of all contained
probes, which subsequently may be transformed into an array of java.lang.Object
objects using java.util.Collection.toArray(). Assumed that this transformation is performed before the iteration, the execution of the code is much faster than it would
be if an explicit transformation was done in each step of the iteration.
Objects of class ProbeList may be either sticky or non-sticky. Sticky probe lists
add themselves to the Probe objects they are assigned. This means, that the Probe
knows about the ProbeList, while in the case of non-sticky probe lists, the Probe
does not know about the corresponding ProbeList. This separation into two types
of probe lists with different behavior is necessary, for instance to enable the implementation of temporary probe lists, which are represented by non-sticky probe lists
(see also Chapter 5).
A ProbeList object is associated with an Annotation object and a java.awt.Color
object. The color is used to visualize those Probe objects, where this ProbeList
represents the top level probe list.
6 java.util.Collection

is an interface, which is implemented by a couple of classes in the Java pro-

gramming language.
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ProbeList provides a couple of functions, that were found to be helpful in the im-

plementation of Mayday. On the one hand, these are functions to obtain statistical
information about the Probe objects contained in the ProbeList. Among these are
getMaxValue() and getMinValue(). Both of them are overloaded, one implementation requires no arguments and returns the maximum or minimum of all expression
values of the contained probes. The other implementation takes an experiment as
argument and yields the maximum or minimum of the corresponding experiment
over the contained probes. getStatistics(), getMean(), getMedian and getQuartile()
are another couple of functions to evaluate statistical properties of Probe objects
associated with the ProbeList. getStatistics() is a combination of the other three
functions and yields a ProbeList.Statistics object, which contains mean, median, 1.
quartile and 3. quartile of the probes over all experiments. If each of these values
is required, it is more efficient to call getStatistics() instead of subsequent calls of
the specialized functions. This is because for computation of both the median and
the quartiles the probes have to be sorted. getStatistics() has to sort the probes
only once, while each call of a specialized function requires the probes to be sorted
again.
Set operations are also implemented by class ProbeList. At the time of this writing
these include “and”, “or” and “xor”, which are provided by setOperation() and
“not”, which is realized by invert(). The negation of a probe list is with respect to
all probes contained in the master table, including both implicit and explicit probes.
Store, ProbeListStore and ProbeListManager Store represents the most basic
container that is implemented in Mayday. However, it is an abstract class, that
cannot be instantiated. All objects to be stored in a Store must implement the
Storable interface, which demands two functions, getAnnotation() and setAnnotation(). getAnnotation() is required to ensure that an object is unique within a
Store. The identity of a Storable object is determined by its name as contained in
its associated Annotation object. Classes that implement the Storable interface are
ProbeList and DataSet. As can be seen in Figure 4.4, there also exists a DataSetStore and a DataSetManager. Since these classes play only minor roles in Mayday,
they are not explained in this document.
Store allows objects to be stored in the container, they can be added at the top of
the internal list or at the end of it. Additionally, objects can be removed and the
container can be queried whether it contains a given object (either by the object
itself or by its name) or not.
The specialized class ProbeListStore offers more functionality by implementing
the functions moveDownProbeList() and moveUpProbeList(). By applying either
of these function to a ProbeList, the position of the ProbeList within the ProbeListStore can be altered. Another function, getPosition(), yields the current position of
a ProbeList.
The final class in this inheritance hierarchy, ProbeListManager, provides functionality to react to messages sent by the ProbeList objects contained. However, ProbeListManager only forwards received messages to his own interested listeners.
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Annotation The class Annotation is a basic data structure, that is used to describe objects in Mayday. It has capabilities to store a name, a short description
(quick info) and a more comprehensive description (info). The latter may also be
HTML-formatted text, while the short description is usually no more than one or
two sentences of unformatted text. All attributes of an Annotation object are of
type java.lang.String.
An Annotation object may be either an instance variable (as in Probe, ProbeList or
DataSet) or a class variable.
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Design and implementation of
interactive visualization features
5.1 Viewers
A viewer is to be understood as a means of visualizing the data model, represented
by the probes in the master table, which are structured by probe lists. Mayday
offers several different viewers. There are two major classes of viewers, tabular
viewers and graphical viewers. Graphical viewers are also referred to as plots.
In Mayday one single tabular viewer implementation exists, which is realized as
a table. Graphical viewers, on the other hand, can be further split up into three
subclasses.
1. Graphical viewers, that visualize the data in a Cartesian coordinate system.
The horizontal axis represents experiments and the vertical axis shows corresponding expression values. Profile plot and box plot belong to this class.
2. Graphical viewers, that employ a matrix-like data structure to display the
data. The expression image or heat map is an instance of this class.
3. Graphical viewers, that are composed of one or more viewers of the first
class. Multi plots belong to this class.
These classes are described in depth in Section 5.1.2.

5.1.1 Common viewer features
All viewers integrated into Mayday provide some basic functionality that can be
found in all viewer classes.
One of the central aspects of Mayday is the interactive exploration of the data, thus
all viewers except the box plot support the selection of one or more probes. A new
probe list can be created from selected probes. The box plot does not support these
features, since it visualizes probe lists as a whole, not the probes contained in them.
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The possibility to create new probe lists from selected probes supports the user
when exploring the data set. For instance, the user may select probes showing atypical behavior or extreme expression values and create a new probe list from them.
These probe lists can then be visualized in other types of viewers, or be processed
further. Selected probes may also be looked up in appropriate web databases, to
obtain detailed information about them.
Another feature common to all viewer classes is the export of a viewer. Export
of a viewer can be compared to taking a “snap-shot” of the current state of the
visual representation of the data. However, the marks indicating a selection will
not be exported. Tabular viewers can be exported to text files (refer to Section
5.1.3 for details). Graphical viewers can be exported to vector- and pixel-based
image formats as described in Section 5.1.2.
Probe lists can be added to and removed from all viewers interactively, while the
data is being displayed. This feature is also important to the interactive exploration
of the data.
Data transformation is a common technique applied to data that spans over a large
range. Taking the logarithm of the values compacts the data and fits it into a less
extensive range. Mayday supports data transformation on the level of viewers,
which is a more flexible approach than transformation of the master table itself.
Hence, the user is able to display the same data transformed and untransformed in
two different viewers. But it remains to note, that the log-transformation is limited
to data sets containing only positive values.
The specific features and properties of the different viewer classes are described
below in Sections 5.1.2 and 5.1.3.

5.1.2 Graphical viewers
A main focus during the development of Mayday was the implementation of graphical viewers. In particular interactive features, that support the user in the exploration of the data and maximal flexibility were addressed. Static plots may be
sufficient in some cases, however they lack important mechanisms that are fundamental to the visual detection and identification of interesting probes in a data
set. For instance, in a profile plot, there might be a single profile with an expression level higher than that of all other genes in all experiments. A static plot will
display this profile, but with that plot alone, the user will be unable to figure out
which probe exactly is responsible for this extreme profile. In interactive plots as
provided by Mayday, the user can select the profile to obtain information about the
probe. Further, if there are several genes that show behavior different from that
of all other probes, the user might select these and group them together as a new
probe list and use it as a starting point for a more profound analysis.
All viewers in Mayday are designed to display probe lists. But remember, displaying a probe list is equivalent to displaying the probes contained in that probe list.
How the probes are displayed depends on the type of plot. Profile plots and expression images display an explicit graphical representative for each probe. Graphical
representatives are used to visualize probes or probe lists in plots. A graphical
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representative is usually a compound of several graphical primitives, that may for
example be lines, boxes or circles. They must deal with missing expression values,
for instance by displaying a special symbol. A box plot summarizes the information of all probes contained in the probe lists to be displayed and plots graphical
representatives for the summarized information instead of one for each probe. Detailed information about the different types of plots implemented in Mayday can
be found below.
Wherever there is a scale contained in a plot, it ranges from the minimal expression value to the maximal expression value in the master table. Implicit probes
are included, when these values are dynamically determined. This approach allows the user to compare two plots of the same data set directly, without running
the risk of misinterpreting expression levels. Figure 5.1 shows such a misleading
configuration, which is ruled out in Mayday.

Figure 5.1: A misleading configuration of expression profiles. The top row (a) shows profile plots as
they would be drawn if they adopted to the range of displayed probe lists. The bottom row (b) shows
profile plots, that always scale to the global maximum and minimum, as implemented in Mayday.

Every plot consists of several layers. Each probe list in a plot defines one such
layer. The graphical representatives of the probes are plotted in the layer of the
corresponding probe list. Thus here and in the following the term layer is equivalent to probe list, but to avoid confusion and abuse of the probe list concept, the
layer concept is introduced.
How the layers are interpreted, depends on the viewer class. But in general, the
order of the layers may be rearranged on the one hand, and on the other hand, single
layers can be hidden. Similar concepts are often implemented in image editing and
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desktop publishing software. Rearranging the order of the layers makes sense when
there are probe lists, that have a high priority and should be plotted on top of all
others.
Hiding a layer can be thought of temporarily removing a probe list from a plot.
However, there is a minor difference between hiding a layer and removing probe
list from a plot. Details on this are explained in Section 5.2.
As mentioned in Section 5.1.1, graphical viewers can be exported to various image
formats. Currently, the following image formats are supported.
PNG (Portable Network Graphics), a pixel-based file format commonly used
on the WWW. A lossy compression algorithm is applied to reduce the file
size. PNG is a recommendation of the World Wide Web Consortium (W3C)
and a web standard [56].
JPEG (Joint Photographic Experts Group), pixel-based like PNG and also a
common image format on the WWW. Equal to PNG images, JPEG images
are compressed using a lossy compression algorithm.
TIFF (Tagged Image File Format), a pixel-based file format that stores image data usually uncompressed. However, there are variants, which apply a
lossless compression algorithm to reduce the file size.
SVG (Scalable Vector Graphics), a vector-based image format. This image
format is based on XML (extensible markup language) and stores the image
data in plain text files, that are human-readable to some extent. Using typical
lossless compression algorithms, the file size can be significantly reduced in
most cases. Like PNG, SVG is a recommendation of the W3C and a web
standard [58].
Vector-based image formats have a great advantage compared to pixel-based image
formats. Images that are stored in a vector-based format can be resized arbitrarily,
without loss of information. Pixel-based images though, will look fuzzy when resized. Vector-based images remain clear and exact, which is important if exported
plots are to be prepared for publications or presentations. A further advantage of
vector-based images is the relatively small file size, if compared to pixel-based
images.
Export of graphical probe list viewers is based on the Batik SVG Toolkit from
the Apache XML Project [47]. This toolkit offers a wide range of functionality
to generate, manipulate and transcode SVG images. The latter is employed in
Mayday to export images to the aforementioned pixel-based image formats. Batik
offers a transcoder API as well, which provides support of other than the built-in
transcoders. For instance, export into PDF format can be achieved using this API.
5.1.2.1

Profile plot

Profile plots are very common in gene expression data analysis. A profile of a gene
or probe is the expression level as a function of the experiment [31]. The expression
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values are connected by line segments and in consequence, a “profile” is created.
However, connecting the expression values induces an association about the experiments, that is not true and misleading, as usually the experiments are independent
of each other. The order of the experiments in the profile plot is arbitrary in most
cases, but the profile plot displays slopes, where in reality there are no slopes. The
user must be aware of this, otherwise she or he might draw wrong conclusions.
Figure 5.2 shows a typical profile plot as created by Mayday.

Figure 5.2: A profile plot including legends and a caption. The data shown is from the sample data
delivered with Mayday.

The color of a probe profile is defined by the color associated with the top level
probe list of the corresponding probe.
If a profile plot is zoomed, the aspect ratio is maintained. This is to avoid misinterpretation when comparing two profile plots.
Graphical representatives used in profile plots are compounds of line segments
(polylines). Each segment connects two adjacent expression values. If an expression value is missing in an experiment, the corresponding line segments are not
drawn.
Layers in profile plots are plotted on top of each other. Thus layers at the top of
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the stack may hide profiles of the lower layers. Therefore it sometimes becomes
necessary to move the layers of interest to the top of the stack. This is shown in
Figure 5.3.

Figure 5.3: Making use of the layers concept to view a probe list of interest. In the left plot the layer
of the red probe list has lower priority than the layer of the green probe list. Therefore the red probes
are hidden behind the green ones. The right plot shows the situation after the layer of the red probe
list has been moved to the top of the stack.

5.1.2.2

Box plot

The box plot (see Figure 5.4), or box-and-whisker plot, as introduced by Tukey
[52] is a plot with a wide-range of application, particularly in statistical analysis.
The version implemented in Mayday is from Chambers et al. [8] though, which is
slightly different from Tukey’s original version and more widely used today.
Box plots are a very good tool for conveying information of location and variation in data sets, particularly for detecting and illustrating location and variation
differences between several groups of data. Location is the expected value being
measured. Examples of numerical measures of location are mean and median [36].
Five different characteristics of the data are shown in a box plot for each experiment. These are maximum, minimum, median, 1. quartile and 3. quartile. Figure
5.5 explains this in detail1 .
When a box plot is resized, the aspect ratio is maintained, for the same reason as
in profile plots: to avoid misinterpretation when comparing two plots.
A box plot uses two different graphical primitives to construct graphical representatives. Boxes are used to draw the boxes and line segments are employed for the
whiskers.
Rearranging layers in a box plot does not affect the visualization. However, if a
layer becomes hidden, a recalculation of the visualized characteristics will take
1 Box

plots often have small horizontal bars indicating minimum and maximum, but as Tufte [51]
states, it is not necessary to plot them. Tufte introduced the data-ink ratio, which is defined as the
ratio of the ink used to plot the actual data and the total ink used in the plot. The data-ink ratio is
therefore a measure of redundant decorations in a plot. Maximizing the data-ink ratio is a general
principle in the visual display of data.
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Figure 5.4: A box plot including legends and a caption. The data shown is from the sample data
delivered with Mayday. Note that these are the same clusters as shown in Figure 5.2.

Figure 5.5: Anatomy of a box plot. (a) maximum, (b) 3. quartile (75-percentile), (c) median, (d)
1. quartile (25-percentile) and (e) minimum. Note that the box drawn from the 1. quartile to the 3.
quartile represents 50% of the data.

place. In this recalculation the data of the probe list defining the hidden layer will
be ignored.
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5.1.2.3

Expression image

An expression image is similar to a profile plot, however in this case expression
levels are color-coded. Therefore probe profiles are represented by (more or less)
one-dimensional objects in expression images, while in profile plots they are plotted as two-dimensional curves. Since the color-coded probe profiles cannot be
drawn on top of each other (the topmost profile would hide all other profiles), an
expression image resembles a matrix, where each row represents one probe and
each column represents one experiment. The cells of the matrix are colored according to the expression level of the gene in the corresponding experiment. An
expression image as created by Mayday is shown in Figure 5.6. In literature, the
term “heatmap” is often used instead of expression image.

Figure 5.6: An expression image including legends and a caption. The data shown is from the sample
data delivered with Mayday. The displayed probes are sorted descending according to experiment
“alpha7”.

The use of expression images in gene expression data analysis was first introduced
by Eisen et al. [18]. They developed the expression image, having in mind the large
tables of data produced by such high-throughput approaches as microarrays. Eisen
et al. were aware of the problem, that the rate-limiting step in reading and understanding such tables were the numbers, which make the information contained in
the table hard to grasp for humans. Hence, they figured out the expression image,
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that preserves the information represented by the numbers using colors. However,
the information is displayed such that it can be grasped much better by a human
viewer.
In expression images, compounds of boxes are used as graphical representatives,
each of them colored using one out of 256 colors, representing the corresponding
expression value. The color range is symmetrical and defined as follows. e max is
the maximal expression value in the master table, e min is the minimal expression
value in the master table. Both cases include explicit as well as implicit probes.
Further, the following definitions apply:
d :


max  emax   emin 

n :

0

i :

max  emax   emin 

d is represented by the color D defined for down-regulated (decreased) probes,
i is represented by the color I defined for up-regulated (increased) probes and n
is represented by the color N for probes that do not change in expression level
(no change). Expression values in  d n are represented by a color from the color
gradient of D to N and expression values in  n i are represented by a color from
the color gradient of N to I. In addition, each row of the matrix can be labeled
with the corresponding probe identifier, printed using the color of the respective
top priority probe list.
Eisen et al. chose a “naturalistic color scale” for expression images, which displays
down-regulated genes in green, up-regulated genes in red and genes that did not
change their expression levels in black. Apparently, this color scale became a kind
of standard rather quickly. However, that scale is not as intuitive as for example a
coding of blue to red, with unchanged expression values being indicated by white.
Using these colors would be much more intuitive, since we are used to them by
their application to temperature scales, for instance. Such a color scale is used
by Tamayo et al. [45] in their program GeneCluster. It is also advantageous to
use white as neutral color, in cases where the expression image is to be printed.
Printing of white is much cheaper than printing of black. This becomes even more
relevant, when we assume the expression values being normally distributed, which
means, that most expression values are close to 0 (no change), and therefore will
printed in white, light blue or light red.
In expression images, the layer concept is implemented as follows. Layers at the
top of the stack will occupy the top rows of the matrix, layers at the bottom of the
stack will occupy the bottom rows of the matrix. Thus, layers with a high priority
will be visible to the user at first sight.
Usually the number of probes in a microarray experiment exceeds the number of
rows in an expression image, that can be displayed on a regular computer screen.
Hence, the matrix is separated into pages, that can be browsed like the pages of a
book. The expression image shown in Figure 5.6 features only one page.
Due to the matrix-like structure of an expression image, probes can be sorted. For
instance, probes might be sorted according to expression values of a given experiment or according to the probe identifier. In addition to these options, it is possible
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to group probes by their respective top priority probe list and sort these groups according to the position in the layer stack. Within these groups, probes are sorted
according to their probe identifier. All sortings can be displayed either ascending
or descending.
5.1.2.4

Multi plots

Multi plots are the third class of graphical probe list viewers. Their name arises
from the fact, that they actually consist of multiple plots. To be more precise, they
display a grid of graphical viewers of the first class, profile plots or box plots. In
theory a multi plot may recursively display further multi plots. The plotting area
is the crucial criterion for deciding whether a particular viewer class can be shown
in a multi plot or not. All data must be plotted on a single page, otherwise it is not
possible to use a viewer class in a multi plot. This is the reason, why an expression
image cannot be shown in a multi plot.

Figure 5.7: A multi plot showing a 3x3 grid of profile plots, a so-called multi profile plot. Here the
topology of a SOM is reflected by the arrangement of the plots in the grid (see text for details). The
data shown is from the sample data delivered with Mayday.

The multi profile plot shown in Figure 5.7 is an example for the typical use of a
multi plot. Each cell of the grid contains a profile plot of one cluster of the original
data. In this case a 3x3 SOM has been used to cluster the data. The topology
of the SOM is reflected by the setup of the multi plot. This means, that similar
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clusters are located in adjacent cells of the grid. The more different 2 two clusters
are, the larger is their distance in the grid. In Figure 5.7 this is very well illustrated
by the red cluster in the top left corner and the magenta cluster in the bottom right
corner. Particularly, in experiments “alpha7” through “alpha35” the majority of the
genes in the red cluster is up-regulated, while in the magenta cluster the majority
is down-regulated.
Multi profile plots can be employed to visually compare two different clusterings.
Both clusterings are displayed in a single multi plot. Each of the individual plots
represents a cluster of the first clustering, but the probes are colored using the top
priority probe lists from the second clustering. Usually this will reveal those probes
that have migrated from one plot to another. If this technique is applied to a set of
clusterings that were created using the same clustering method but with different
parameters, those probes can be identified, that tend to oscillate between clusters
and thus are hard to classify. How this is done is described in Section 5.2.1.
Besides multi profile plots, there are also multi box plots as shown in Figure 5.8.
The plots are based on the same data as the plot in Figure 5.7.

Figure 5.8: A multi plot showing a 3x3 grid of box plots, a so-called multi box plot. The plots show
the same data as in Figure 5.7. The data shown is from the sample data delivered with Mayday.

2 Note

that the definition of “different” depends on the distance measure chosen to cluster the
data. In this case, the Euclidean distance has been applied to compute the distances.
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5.1.3 Tabular viewers
The only implementation of a tabular probe list viewer integrated into Mayday is
realized as a table. In this table, each column represents one experiment, except
for the first column, which contains the corresponding probe identifiers. Probe
identifiers are printed using the color of the respective top priority probe list.
Like in an expression image, probes may be sorted. Available options are the same
as in expression images - expression value in a distinct experiment, probe identifier
or top priority probe list.
The layer concept is realized in the table as well, however it is only possible to
rearrange layers, but not to hide them.

5.2 Managing viewers
The number of probe lists contained in the probe list manager of a data set may
grow quite large. However, in most cases it is not necessary and, even more important, not desired to view all probe lists at the same time. Usually a subset of the
available probe lists is of particular interest to the user and is to be visualized. Mayday enables the user to create subsets of the probe lists in the probe list manager
and to visualize these distinct subsets separately.
Subsets of probe lists are stored in probe list viewers 3 . Each probe list viewer is
linked to a visualizer. A visualizer is a graphical front-end handling access to both
tabular and graphical viewers. A graphical or tabular viewer called by a visualizer
will display the probe lists of the probe list viewer associated with the visualizer.
In the context of a viewer, the definition of the top priority probe list is limited to
those probe lists, that are contained in the underlying probe list viewer. See Figure
5.9 for details and compare to Figure 4.3. Figure 5.9 illustrates the layer concept
as well.
As it is possible to call several different viewers from a visualizer, that all access
the associated probe list viewer, some of the features of the viewers have been
pulled down to the probe list viewer. In particular these are the layer priority and
the selection of probes. Due to the latter, the probes selected in one viewer, will
be also marked as selected in the other plots. To mark a selected probe, the color
associated with the selection probe list is employed.
The probe list viewer stores the current transformation mode, hence a transformation affects all viewers linked to the corresponding visualizer. Since the layer priority is also centrally administered by the probe list viewer, every viewer (graphical
or tabular) uses the same information to determine how the layers should be arranged. The visibility of a layer in graphical viewers though, depends solely on the
viewer. If a layer is hidden in a viewer, all probes of the defining probe list become
invisible. However, there is one exception: if a probe is contained in more than
one probe list in the associated probe list viewer, the probe list will remain visible
3 Here

and in the following sections the term probe list viewer is used to refer to a probe list
viewer, while the term viewer remains reserved for both graphical and tabular viewers
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Figure 5.9: Relationship between probe list manager, probe list viewers, top priority probe lists
and layers of a viewer. In addition to the instances shown in Figure 4.3, the probe list viewer and
its influence on the top priority probe list in the context of a viewer (either graphical or tabular)
are shown. (a) and (b) show the master table and all available probe lists. The unordered probe
lists associated with selected probes of the master table are shown in (c). (d) and (e) represent two
different orderings of the probe lists by the probe list manager along with the subsets and the layer
order induced by the probe list viewer. (d) gives higher priority to the clusters, while (e) places the
user-defined probe lists at the top of the list. (f) shows the colors of the selected probes as determined
by the probe list manager and probe list viewer setups 1 and 2. “T” identifies top priority probe lists.
The order of the layers is shown as well. A probe is drawn on the layer defined by its top priority
probe list. More details on this are given in Section 5.3.3, Paragraph “ProbeListViewer”.

and marked with the color of its top priority probe list. What seems unnecessarily complicated at first glance, is an integral feature of the probe list visualization
functionality in Mayday.
In a graphical or tabular viewer, a Probe is exclusively displayed on the layer of its
top priority probe list. If this layer is hidden, two different cases must be considered:
1. The top priority probe list is the only probe list of all probe lists associated
with the probe, that is being visualized using the corresponding probe list
viewer. The probe will be hidden as expected.
2. 1. is not true and there are further probe lists associated with this probe and
these are being visualized using the corresponding probe list viewer as well.
The probe will not be hidden, but remain displayed on the original layer of
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the top priority probe list, marked with the color of the top priority probe list.
At first sight, the behavior described for the second case seems strange. However,
this is necessary when two different clusterings are to be compared using a single multi plot viewer (see Section 5.2.1). In future, the user may switch between
two visualization modes, the current one and a new one, that behaves always as
described for the first case.

5.2.1 Visual comparison of partitions
As mentioned before, a visual comparison of equally sized partitions, which were
either obtained by clustering algorithms or other methods, can be performed using
a multi (profile) plot.
Both partitions are loaded into a probe list viewer, which is passed over to a multi
plot. The multi plot is setup to display one plot for each cluster of the first partition.
As a matter of fact, each of the individual plots in a multi plot comprises all probe
lists contained in the underlying probe list viewer. But when the user selects the
probe lists from the probe list viewer, that are to be displayed in the individual
plots, the layers of the other probe lists are hidden in the respective plots. Thus,
only one probe list is visible in each of the individual plots. In a comparison of two
partitions, this would be the probe lists of the first partition. But if the color priority
of the probe lists is set higher, than that of the probe lists of the first partition, the
probes in the individual plots appear in the color of the corresponding probe list of
the second partition.
This can be used to visually analyze whether the partitions are similar or not. Similar partitions can be identified by their homogeneously colored clusters, while
partitions that are not similar produce clusters with many different colors. If the
partitions are similar, it is possible to identify single probes, that migrated from
one cluster to another. If the partitions are not similar, that may be a hint, that the
number of classes was chosen incorrectly or that the applied algorithms yield very
different results. An example of a comparison of two different clusterings is shown
in Figure 5.10.

5.3 Implementation
5.3.1 A few notes on the design
The relationships and associations described in the previous section suggest an
implementation using the model-view-controller (MVC) architecture. The MVC
architecture has originally been developed to split an application or at least a part
of an application, like the GUI, into three parts: handling of input (controller),
processing of data (model) and visualization of output (view). In this architecture, the model does not know, which viewers display its data. However, the view
knows exactly which model it observes and can react to changes of the model. The
controller knows both the model it controls and the view it is associated with.
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Figure 5.10: The figure shows (a) the original SOM clustering, (b) the original k-means clustering
and (c) both clusterings combined for a visual comparison as described in the text. The k-means
clustering defines which probes are displayed in the individual plots and the SOM clustering defines
the colors of the probes. The clusterings are not very similar, as most clusters shown in (c) contain
probes of several probe lists. However, it is obvious that the bright green cluster (top row, middle
position) of the k-means clustering consists of probes from the yellowish-green and the dark cyan
cluster of the SOM clustering (bottom row, left and middle positions). This observation suggests, that
the probes of the bright green cluster in the k-means clustering may have an expression profile, that
is significantly different from the other profiles, as two different cluster algorithms independently put
them into a single cluster.
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Mayday’s implementation is based on the MVC architecture. Due to the separation
of the model (represented by the probe list viewer) and the view (represented by
the graphical and tabular viewers), it is possible to create several different viewers
that all observe the same model. In Mayday views may also act as controllers.
This behavior corresponds to a simplified variant of the MVC architecture known
as model-delegate architecture, which is based on the observation, that view and
controller are tightly connected to each other [4]. For instance, Sun Microsystems
GUI Toolkit Java Swing uses this variant for GUI elements [33].

5.3.2 Relationships between classes
Figure 5.11 shows the dependencies, associations and the inheritance hierarchy of
the above concepts as implemented in Mayday.

Figure 5.11: The relationship between the classes implementing the concepts described in the previous sections.

Figure 5.12 is a detailed view of the graphical representatives and graphical primitives concept. Both diagrams employ elements of the UML.

5.3.3 Summary of important classes
The following paragraphs summarize the most important classes that implement
the visualization tools integrated into Mayday.
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Figure 5.12: The relationship between the classes implementing the concepts of graphical representatives and graphical primitives as described in the previous sections.

ProbeListViewer Class ProbeListViewer is like ProbeListManager a specialization of class ProbeListStore. Therefore it has the ability to induce an ordering
in the set of its associated probe lists. This total ordering is used to define the
layer priority of the probe lists, when they are to be displayed in a graphical
(GraphicalProbeListViewer, see below) or tabular viewer (TabularProbeListViewer,
see below).
The selection for the viewers associated with a visualizer (Visualizer, see below),
is represented by a non-sticky ProbeList object (see Section 4.3.2). This probe list
can be copied and added to the ProbeListManager as a new ProbeList object. It
may also be obtained using the getSelection() function.
ProbeListViewer has a function getTopPriorityProbeList() that takes a list
(java.util.List) of ProbeList objects as argument and then returns the probe list with
the highest color priority with respect to the ProbeListManager and in the context
of the ProbeListViewer. Typically the argument is the return value of the getProbeLists() function of a Probe object, which returns all sticky ProbeList objects that
include the corresponding Probe.
The algorithm that performs the search for the top priority probe list is shown
below.
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T OP P RIORITY P ROBE L IST
Input A probe list viewer P, a set of probe lists L and a probe list manager
M. It is assumed, that L contains at least one probe list.
Output A probe list from L, that has the top color priority with respect to
the current setup of probe list manager M and probe list viewer P.
T OP P RIORITY P ROBE L IST ( P, L, M )
m : ordered list of probe lists in M
n : number of probe lists in m
F OR i 1  n D O
I F mi  L T HEN
I F mi  P T HEN
R ETURN mi
E ND
E ND
E ND
E ND
The utility functions sortByExperiment(), sortByTopPriorityProbeList() and sortByProbeIdentifier() yield lists (java.util.List) of sorted probes, that can be used in
expression images (ExpressionImage) or tabular viewers. These functions take a
list of unique probes as argument. A list of unique probes is created and returned
by getUniqueProbes(). The algorithm used to determine the list of unique probes
in context of a viewer and a probe list viewer is given below.
U NIQUE P ROBES
Input A probe list viewer P and a set of hidden probe lists H, representing
/
the viewer. For tabular viewers H 0.
Output A ordered list of unique probes in the context of P and H, sorted
ascending by probe list (probes from the topmost probe list are at the end of
the returned list).
U NIQUE P ROBES ( P, H )
init probe list u
init list s
n : number of probe lists in P
F OR i 1  n D O
pi : ith probe list in P
init probe list t
I F H 0/ T HEN
t : u  pi
u : u  pi
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E LSE
I F pi   H T HEN
t : u  pi
u : u  pi
E ND
E ND
insert t at the beginning of s
E ND
R ETURN s
E ND
The complement p of a probe list p is defined as the set of probes in the master
table, m, minus the probes in p, hence p : m  p. “init” denotes the process of
creating a new, empty probe list or list object.
Visualizer Visualizer is an interface between the back-end classes and the graphical user interface (GUI). The main task of a Visualizer object is to handle a set
of graphical viewers and one tabular viewer. It administers exactly one TabularProbeListViewer object and an (theoretically) arbitrary number of GraphicalProbeListViewer objects. The Visualizer object provides access to its associated
ProbeListViewer for the handled viewer objects.
Handling of viewers includes the creation of windows (javax.swing.JFrame) for the
viewers and the forwarding of notifications sent from logically lower classes like
ProbeList objects, the ProbeListManager or the associated ProbeListViewer object.
More on notifications can be found in Section 5.3.4.
GraphicalProbeListViewer GraphicalProbeListViewer is the abstract base class
for the complete hierarchy of graphical probe list viewers.
It extends
javax.swing.JComponent, which is one of the basic classes of the Swing toolkit
and serves as a guiding framework for Swing components [33].
GraphicalProbeListViewer has an associated java.awt.image.BufferedImage data
structure, that contains the current plot. Typically GUI components have to be
repainted, if, for example, another window temporarily hid them. If a GraphicalProbeListViewer is repainted, the java.awt.image.BufferedImage is drawn onto
the component. For efficiency, the java.awt.image.BufferedImage is only updated
when necessary due to changes in the model. Zooming or changing the color a
probe list may result in the java.awt.image.BufferedImage being updated. Without employing a java.awt.image.BufferedImage, the GraphicalProbeListViewer
would have to perform the possibly complex calculations to create the plot, every time another window has covered a part of the image. Hence, the use of
java.awt.image.BufferedImage enables fast display of the data.
GraphicalProbeListViewer requires its specializations to implement the function
plot(), which is called every time the java.awt.image.BufferedImage has to be updated. To update the plot, a java.awt.Graphics2D graphics context is retrieved from
the java.awt.image.BufferedImage and passed to the plot() function. Additionally,
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a series of utility functions is provided, that should be used to query and to modify
the dimensions of the different areas of a plot. These areas are shown in Figure
5.13.

Figure 5.13: The areas of a graphical probe list viewer. GraphicalProbeListViewer provides functions
to query and modify the dimensions of the shown areas. For instance, getTopSpacer() yields the
height of the top spacer area, or setRightAnnotation() sets the width of the right annotation area.

The spacer areas are indented to represent a frame around the plotting and annotation area, that is left blank. The annotation area usually contains scales, legends or
captions, while the plotting area is reserved for the actual plot.
Some of the dimensions shown in Figure 5.13 are completely dependent on other
areas and thus cannot be modified explicitly. These are the top, left, bottom and
right border as well as the horizontal and vertical borders. The plotting area is
defined by the specialized plot classes. A programmer must query the dimensions
of the annotation and spacer areas to determine the position of the plotting area.
Finally, the position of the whole plot structure as shown in Figure 5.13 can be
placed within the JComponent representing the GraphicalProbeListViewer, if the
available area is larger than the plot itself. The position can be queried using getTop(), getLeft(), getRight() and getBottom(), while the respective setter 4 functions
modify the position.
4 Setter

functions and getter functions are two terms commonly used to refer to the set...() and

get...() functions, that modify a distinct attribute of a class.
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GraphicalProbeListViewer defines three elements of a plot, that are drawn in the

annotation areas. The individual elements are a caption, a probe list legend and a
transformation mode legend. GraphicalProbeListViewer defines only functions to
turn these elements on and off, how or if they are drawn, depends on the specialized
implementations.
The ProbeListViewer object associated with Visualizer objects provides the getUniqueProbes() function, which is accessed by GraphicalProbeListViewer objects. As the computation of unique probes is time-consuming, GraphicalProbeListViewer buffers a copy of the list of unique probes and updates it only when
it is requested by the corresponding Visualizer. This is handled by sending notifications, which are explained below in Section 5.3.4.
The following algorithm is a generalized version of the functions used by specialized viewers to plot Probe objects.
P LOT P ROBE
Input
A probe p, a flag s indicating whether selected probes should be
plotted or not and a second flag h indicating whether a selected probe should
be plotted using the color of the selection probe list (“highlighted”) or using
the color of the corresponding top priority probe list. S is the set of selected
probes and I is the set of invisible probes (their corresponding top priority
probe lists are hidden and they are not contained in any other probe list).
P LOT P ROBE ( p, s, S, h, I )
init representative r
init color c
P : probe list viewer of p
M : probe list viewer of p
L : probe lists associated with p
t : T OP P RIORITY P ROBE L IST ( P, L, M )
I F p  S T HEN
I F s T RUE T HEN
I F p  I T HEN
E XIT
E ND
set r selected
I F h T RUE T HEN
c : color of S
E LSE
c : color of t
E ND
E LSE
E XIT
E ND
E LSE
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c:

color of t

E ND
construct r from graphical primitives using data from p
set color to c
plot r
E ND
Exporting a graphical viewer is very much simplified using the Batik SVG
Toolkit. The transcoder API offered by the toolkit can be accessed to create either a java.awt.image.BufferedImage (pixel-based image format export)
or a org.apache.batik.svggen.SVGGraphics2D (vector-based image export)
object. The latter is a specialization of the java.awt.Graphics2D class. As
java.awt.image.BufferedImage also provides a java.awt.Graphics2D graphics context, it suffices to pass these graphics contexts to the plot() function
of a graphical viewer. After the viewer has plotted the data in the graphics context, the object (either the java.awt.image.BufferedImage, which itself
is obtained from an org.apache.batik.transcoder.image.ImageTranscoder
or an org.apache.batik.svggen.SVGGraphics2D context, associated with
an org.apache.batik.svggen.SVGGeneratorContext object) from which the
java.awt.image.Graphics2D graphics context originated, can be written to a file
encoded in the respective image file format.
GraphicalPrimitive, GPLine, GPBox GraphicalPrimitive is an interface implemented by both GPLine and GPBox. These classes are used to construct GraphicalRepresentative objects (see next paragraph). Each GraphicalPrimitive object
keeps a reference to the GraphicalRepresentative object it belongs to, which itself
references the object it represents (either a Probe object or a ProbeList). Thus the
corresponding part of the model can be obtained from a GraphicalRepresentative
object, as required when a GraphicalPrimitive is selected in a plot.
GPLine is derived from java.awt.geom.Line2D.Double and GPBox is derived from
java.awt.geom.Rectangle2D.Double.
GraphicalRepresentative, GraphicalProbeRepresentative, GraphicalProbeListRepresentative, ProbeProfile, ProbeExpressionImage GraphicalRepresentative objects are representations of distinct parts of the data model, like
Probe objects or ProbeList objects. GraphicalRepresentative objects are used
in GraphicalProbeListViewer visualizations, where the user can select these
representations (usually by clicking them), to gain access to the model.
Usually several classes implementing the GraphicalPrimitive interface are used to
construct a GraphicalRepresentative. GraphicalProbeRepresentative is the generalization of both ProbeProfile (used in ProfilePlot) and ProbeExpressionImage
(used in ExpressionImagePlot). GPBox objects are currently used in BoxPlot viewers, but they might be replaced by a GraphicalRepresentative object composed of
a GPBox object (the “box”) and GPLine objects (the “whiskers”). In the current
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implementation the whiskers are not interactive, as they are not represented by
GraphicalPrimitive objects.
CoordinateSystemPlot, ProfilePlot, BoxPlot CoordinateSystemPlot is the abstract base class of ProfilePlot and BoxPlot. Both viewers display the data in a two
dimensional Cartesian coordinate system that has a y-axis dependent on the expression values of the probes in the experiments. The experiments are listed on the
x-axis.
A CoordinateSystemPlot is partitioned into segments, which are defined by adjacent pairs of experiments on the x-axis. ProfilePlot objects represent segments by
line segments, in BoxPlot objects a box represents a segment. In ProfilePlot Probe
objects are represented by ProbeProfile objects, while BoxPlot employs simple GPBox objects for each experiment. However, the number of segments differs in ProfilePlot and BoxPlot. ProfilePlot has n  1 segments and BoxPlot has n segments,
where n is the number of experiments. The function getNumberOfSegments() is
overwritten in ProfilePlot and BoxPlot and yields the number of segments in a specific plot.
The segmentation of CoordinateSystemPlot objects is in particular relevant to the
performance of ProfilePlot. If the user clicks into the plotting area, a search is performed to find the clicked GPLine object which is subsequently used to retrieve
the corresponding probe from the model. In a profile plot though, the number of
GPLine objects is often greater than 100 000 5 . As the GPLine objects are stored
per plot segment, the first step is to compute the segment where the click occurred
and only the second step is to find the clicked GPLine object in the corresponding segment. Using this approach, a n  1-fold reduction of the search space is
achieved, where n is the number of experiments.
ExpressionImagePlot The ExpressionImagePlot class implements expression
images as described in Section 5.1.2.3. ExpressionImagePlot employs the ProbeExpressionImage class as representatives for the displayed probes. Like CoordinateSystemPlot, ExpressionImagePlot is partitioned into segments, where each
experiment, or column of the expression matrix, is represented by a segment. This
saves a considerable amount of time, when a GraphicalRepresentative is to be
identified.
As the expression matrix usually does not fit on a single screen page, ExpressionImagePlot is split into several pages, that can be browsed. The number of probes,
or rows of the expression matrix, can be varied by the user, so it is possible to display the complete matrix on a single page, assumed the user has chosen a zooming
factor small enough.
The colors used in a ExpressionImage are from either a two- or a three-color gradient. Both gradient types consist of 256 colors. For a three-color gradient, a color
5 For

instance, a microarray experiment comprising all open reading frames (ORFs) in yeast that
employs 20 chips would result in more than 114  000 line segments if visualized in a ProfilePlot

67

Design and implementation of interactive visualization features

for down-regulation, a color for up-regulation and a color for no change in expression have to be supplied. For each of the three components red, green and blue, the
distance between the down-regulation and the no change color, as well as the distance between the no change and the up-regulation color is computed. These values
are divided by 128 and subsequently added to first the down-regulated color, and
then to the no change color, which in consequence yields a list of 256 colors. The
same applies to two-color gradients, that do not feature an explicit no change color.
Therefore the distance between down-regulated and up-regulated color is computed
and these distances are divided by 256. The overloaded function computeColors()
computes the color gradients. The plotting function plotProbe() accesses the list of
colors (“the gradient”) when plotting ProbeExpressionImage objects, after mapping the expression level onto a scale from 0 (global minimum expression value)
to 255 (global maximum expression value).
MultiPlot Class MultiPlot manages a set of viewers and arranges them in a grid.
The viewers must implement the MultiPlottable interface. At the moment, the requirements of this interface are met only by ProfilePlot and BoxPlot, which unlike
the ExpressionImagePlot need only a fixed-size plotting area to display the data.
When a MultiPlot object is constructed, it is passed a java.lang.Class object, representing a MultiPlottable class (that is a class implementing MultiPlottable). Of this
class a so-called “prototype viewer” object is constructed, that is used to store the
information about the displayed plots. Such information is for example whether
the grid is turned on or off, if scales are to be displayed or the caption of the MultiPlot viewer. A list holding the actual MultiPlottable viewer objects is maintained,
too. These plots remember only the visibility state of the contained probe lists, all
other settings are centrally administered by the prototype viewer. How this feature
can be used is described in Section 5.2.1. The grid is filled with the plots in the list
columns-first.
Mouse-click events are sent to the plots in the list after determining the plot that
was clicked. The clicked plot is determined by mapping the click coordinates onto
the grid of the MultiPlot and then calling the respective plot object. The clicked plot
may be obtained through getClickedViewer().
While at the moment it is only possible to manage either ProfilePlot objects or
BoxPlot objects, in future it should be possible to manage different viewers at the
same time. This would enable the user to compose comprehensive overviews in a
single MultiPlot viewer. Finally, it has to be noted, that MultiPlot could implement
the interface MultiPlottable as well and be included in an overview plot as described
before.
TabularProbeListViewer Class TabularProbeListViewer is derived from
javax.swing.JTable. TabularProbeListViewer objects are created when a new
Visualizer object is instantiated and integrated into the user interface of the
Visualizer.
TabularProbeListViewer adds further functionality to javax.swing.JTable. For in68
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stance, TabularProbeListViewer objects displays and modifies the selection as defined by the ProbeListViewer object associated with the Visualizer. An export function is added as well, which supports export to plain text files.

5.3.4 Sending notifications
The MVC architecture requires that messages or notifications are sent from the
model to the viewers, when the model is updated. The model cannot call the functions of the viewers directly, as in general the model does not know about the
viewers observing it. Figure 5.14 shows the message flow in Mayday in detail.

Figure 5.14: This UML collaboration diagram illustrates which classes are sending notifications to
other class. Or, to put it the other way round, this diagram shows the listeners associated with the
shown classes. Arrows on the connecting lines indicate the direction of information flow, labels
associated with arrows represent events, that trigger the sending of notifications. If not indicated otherwise, a label can be thought of followed by “changed” (for example, “layout changed” or “content
changed” on the line connecting ProbeList and ProbeListManager).

Mayday relies on the Java Swing event model. The concept of this event model is
based on objects that “fire” or initiate events, which are received by previously registered listener objects. The events sent might be represented by separate classes,
hence they can be handled separately. Classes must implement the corresponding listener interface, to be able to register themselves at an event-initiating class.
Registering is achieved by calling add...Listener(), the dots substituting the name
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of the event class. De-registering is also supported and performed through remove...Listener() [16].
The most frequent updates of the model in Mayday are changes concerning either
probe lists or the selection in viewers. For instance, each selection or deselection
of a probe in a plot must be propagated by the ProbeListViewer (which handles
the selection) and to all GraphicalProbeListViewer objects and to the TabularProbeListViewer.
Many classes serve as replicators, that means, that they forward notifications from
contained objects which cannot be accessed directly or only with a large effort.
For instance, the class ProbeListManager forwards notifications from the managed
ProbeList objects. Hence, classes that want to receive the ProbeListEvent events
fired by ProbeList objects, only have to register with a single ProbeListManager
object, instead of with a possibly large number of ProbeList objects.
De-registering must not be neglected, as illustrated by the following example. Figure 5.14 shows, that GraphicalProbeListViewer objects receive messages from the
MasterTable and the ProbeListViewer. If a viewer is closed, it should de-register
from both instances, otherwise it would still receive notifications, even though it
is neither visible nor accessible any more. The actions following the event would
be performed anyways, which is unnecessarily time-consuming and might under
certain circumstances result in undefined behavior.
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Discussion and future
development of Mayday
6.1 Discussion
Visual inspection and exploration of microarray data is an important step in microarray data analysis. With Mayday a tool has been developed, that sets a high
value on interactive visualization, and thus promotes visual inspection and exploration of the data. Besides the infrastructure necessary to manage the data, typical
visualizations like profile plots, box plots and expression images (heatmaps) have
been implemented. Additionally, Mayday has support for multi plots, which opens
up new possibilities, like visual comparison of different clusterings, as described
in Section 5.2.1. Since both the visualization tools and the data management infrastructure are highly flexible, it is irrelevant how the clustering was obtained,
whether it was loaded from a file or created by the program itself using an arbitrary
clustering plug-in (see Section 6.2.3).
Mayday’s intended audience are not exclusively users of microarray data analysis
methods like biologists, but also developers of such methods like computer scientists or mathematicians. To support developers, Mayday will be equipped with
a plug-in interface (see Section 6.2.3) that enables them, as well as users, to extend Mayday with a multitude of data analysis techniques and filters. As plug-ins
can access the complete infrastructure provided by Mayday, synergy effects in the
development of new data analysis methods are to be expected. Developers are
enabled to concentrate on the algorithmic aspects, while Mayday provides essential functionality to test and apply new methods. The uniform control interface of
Mayday allows easy and uncomplicated access for users.
Being implemented in Java, Mayday can be used on a variety of hardware and software platforms without any extra effort for porting. This is in particular important,
as in biological and clinical laboratories heterogeneous hardware and software environments are prevailing.
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6.1.1 Some critical thoughts on performance
Concerning rendering capabilities, Mayday still can be improved. Depending the
available hardware and the type of plot, the size of the data set to be displayed is
limited. Even on a state-of-the-art PC workstation, the rendering of a plot with over
5 000 probe profiles may take up to 5 seconds. For interactive exploration, this is
unbearably long. On the one hand, this is due to the Mayday-specific algorithms
and data structures applied during rendering, but on the other hand, the limits of
the Java rendering engine are reached, when 5 000 probe profiles with about 20
measured expression values each are to be plotted. This means that there about
100 000 line segments to be plotted in case of a single profile plot. In case of a
multi profile plot, there might be over 1 000 000 segments that have to be rendered.
It is the sheer complexity of the data, that causes the trouble. Therefore it is
strongly recommended to reduce size of the data set prior to visualization. Methods to select probes or genes of interest range from user-defined subsets based on
expert knowledge and simple filters to statistical tests and clusterings of arbitrary
complexity. Even if the user takes the time and waits for a plot of 5 000 probes to
be rendered, the results will be often unsatisfactory, as Figure 6.1 illustrates.
However, if the data set is reduced to the most informative genes, visualization
works well, as shown in Figure 6.2. This example illustrates, that microarray data
analysis is an iterative process, that requires repeated application of different methods to yield sensible results.
Anyways, the visualization could be sped up by more extensive use of the layer
concept. While currently all layers are drawn on the same buffered image, which
has be repainted, whenever any of the layers changes, it may be more efficient
to draw each layer on an individual buffered image. Consequently, a layer has
to be redrawn only when it is actually concerned by a change of the selection or
other events. This would make the visualizations faster, but on the other hand,
memory usage would increase, since more buffered images had to be stored. A
redesign of the algorithms involved in plotting probes and improvement of the
internal implementation of data structures like master table and probe list might
contribute to faster rendering of plots as well.

6.2 Future development
6.2.1 Some general extensions to Mayday
The further development of Mayday should improve some existing features, of
which at the moment only basic implementations exist.
In particular, this is the lookup of probe identifiers in WWW databases. The current
implementation provides access only to two databases, but future extensions of
Mayday should take into account, that users often want to access organism-specific
or local databases. An interface, that enables the user to add new databases and to
define how they can be accessed, would yield a great benefit for analysis.
User preferences are currently only very weakly supported, which should be im72
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Figure 6.1: The data shown is from Golub et al. (1999). The plot contains the complete data set with
5508 probes.

proved in the future. If the user was enabled to store default settings for viewers,
directories and colors, Mayday would become more user-friendly. Additionally, it
would be useful to integrate a project concept into Mayday, which allows the user
to manage a couple of data sets, probe lists and visualizations. Such arrangements
may be stored in a file and be loaded again in future sessions.

6.2.2 Further visualization options
The visualization tools implemented in Mayday are among the most common visualizations in microarray data analysis. However, there exist many other approaches
to display such data. Some of them have been mentioned in Chapter 2, further
techniques are listed below.
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Figure 6.2: In comparison to Figure 6.1, this plot contains the 25 most highly expressed genes in
ALL and the 25 most highly expressed genes in AML. For details please refer to Golub et al. (1999).

6.2.2.1

Display of multivariate data

Microarray data is high dimensional. Each experiment adds another dimension to
a probe, probe profiles of up to 30 dimensions are quite common. Especially in
time series experiments, the number of dimensions is very high.
Methods of multivariate data visualization have long been subject to exhaustive
research. Inselberg [28] has proposed to use so-called parallel coordinate plots.
While in a Cartesian coordinate system all axes are mutually perpendicular, in
a parallel coordinate system the axes are parallel with equal distances between
them. Hence, a point in n-dimensional space becomes a polyline with n sampling
points. The strength of parallel coordinates is in modeling relations between the
variables [29], which is very useful, if gene expression data is being analyzed. A
self-contained review on the technique has been published by Inselberg [30].
Scatter plots are a common tool for visualization of dependencies between two
variables. However, a series of scatter plots, arranged in a grid or matrix, may
be used to display multivariate data. If a scatter plot visualization has been im74
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plemented in Mayday, a scatter plot matrix could be achieved by creating a multi
scatter plot, based on the existing multi plot visualization tool described in Section
5.1.2.4.
Development of completely new visualization methods, like proposed by Tang et
al. [46], may help to understand microarray data better. These methods should
particularly emphasize the relationship between probes, which is important to understand gene regulatory networks and interactions between gene products.
6.2.2.2

Specialized visualizations

Besides the general approaches described in the previous section, some more specialized visualizations might probably be beneficial to different aspects of microarray data analysis.
For instance, the results of a PCA are often visualized in a two- or threedimensional coordinate system. Such visualizations are currently not possible in
Mayday, but the integration of such tools should be considered, as PCA is a standard procedure in microarray data analysis. On the other hand, Yeung et al. [59]
have shown, that PCA does not necessarily improve the results of a microarray data
analysis.
Another specialized visualization is an extended expression image, that features
an attached dendrogram. The results of a hierarchical clustering are usually represented by a dendrogram. Another extension of an existing viewer is the fenced box
plot, that allows easier identification of outliers in the data.
Animated two- or three-dimensional visualizations may also provide deeper insight
into the structures and patterns contained in the data. Such animated visualizations
could include rotations of 3-dimensional scatter plots in space or display how the
data evolves in time or across a series of experiments.

6.2.3 Towards a plug-in based frame-work
As mentioned in earlier chapters, Mayday will feature a plug-in interface in the
future. The following paragraph illustrate how plug-ins will be integrated into
Mayday.
When probe lists were introduced in Chapter 4, some tasks were listed, that can be
accomplished using probe lists. The main idea is, that many algorithms take a set
of probe lists as input and return another set of probe lists as output. To this group
belong in particular clustering techniques, that create a partition of the input set.
Others methods that can be abstracted to this level are filters and set theoretic operations like “and”, “or”, “not” (with respect to the global probe list or the master
table) and “exclusive-or”. Filters are in particular interesting, since they can be
thought of representing binary classifiers. A binary classifier is employed to separate a data set into two groups, according to some classification criterion. A filter
does the same, allowing some elements to pass (the first group), while others are
filtered out (the second group). This concept covers a large number of possible
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plug-ins, that take a set of probe lists as input and return two new probe lists, containing the classified objects.
A plug-in that performs PCA or SVD would be especially useful for visualization.
However, the reduction of dimensionality performed by these methods raises a
conceptual problem. Mayday is not able to manage the results, as it only handles
probes, that have the same number of dimensions. Visualization of the results is
problematic for similar reasons. Hence, a PCA or related plug-in must provide its
own visualization and if required, a possibility to write the results to a file.
Another problem with the current implementation of Mayday is, that it is not designed to store other information than annotation and expression values for probes.
For instance, a possibility should exist, to mark estimated expression values or to
store the level of significance as result of a statistical test. The first case is hard
to achieve without extension of the master table design. The latter case however,
could be solved by adding the results of the test to the annotation of the probe. This
solution can be applied to many similar problems.
In summary, plug-ins are a valuable extension to Mayday and should be focused in
the further development of the application. The sections below give an overview of
plug-ins that may be implemented. The separation into three categories is neither
final nor completely feasible in implementations, but should give an idea of the
different ways of communication between Mayday and plug-ins.
6.2.3.1

Plug-ins working on probe lists

Generally, plug-ins can be thought of small applications, that communicate with
Mayday by exchange of data structures, probe lists in this particular case. In addition, plug-ins may access functionality provided by Mayday.
The following list should give an idea of what kind of plug-ins could be implemented, based on the binary classification concept.
A filter plug-in, that allows the user to define an upper and a lower bound
expression level for each experiment as a criterion. The plug-in separates
those probes, which lie within the given bounds, from those that do not. A
graphical user interface as integrated in the “Profiler” tool of J-Express (see
Section 2.2.5) might be employed in such a plug-in.
As missing expression values pose severe problems on many analysis methods, a simple plug-in, which filters out those probes, that contain missing
values, and allow those to pass, that do not, would be very valuable.
A plug-in, that separates those probes, which have a variation or standard
deviation, that lies within given bounds of a given variation or standard deviation, from those that have a variation or standard deviation lying beyond
the given bounds. Such kind of plug-in should be used only on unnormalized
data.
To obtain those probes, that lie within predefined distance to a given profile
(either user-defined or a selected probe from the input set), a plug-in could
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be written, that uses some distance or similarity measure to compute the distance from the given subject probe to a query probe, and classify it according
to a user-defined limit.
However, it has to be noted, that the definition of distance and similarity is
not fixed. Plenty of distance and similarity measures are known and many of
them are in use in microarray data analysis. Hence, it is reasonable to enable
the user to select from a variety of distance or similarity measures. Since
other methods, like for instance clustering, rely on distance and similarity
measures, too, they should be implemented as plug-ins themselves. The
interface is very straightforward, as a distance or similarity measure requires
two probes as input and returns a distance object. A distance object is usually
a floating point number, but might be defined different in some special cases.
A widely used binary classifier are support vector machines (SVMs) 1 as introduced by Vapnik [53]. Implementation of a SVM plug-in would be beneficial, as SVMs are a commonly used classifier in microarray data analysis.
The t-test known from statistical hypothesis testing may be applied to identify differentially expressed genes at a given level of significance. In the
sense of binary classification, a t-test can be considered a classifier, that separates those probes, that are differentially expressed, from those that are not.
Here the t-test is mentioned because it is a standard procedure, but of course,
other statistical tests may be implemented, too.
The previously described plug-in concept used for binary classification can be extended to a more general form that allows more than two classes and thus more
than two returned probe lists. As mentioned earlier, such plug-ins may implement
clustering algorithms as k-means or SOM clustering. Hierarchical clustering might
be implemented as well, however the number of probe lists returned by hierarchical
clustering is usually too large for further processing. To avoid this, the hierarchical
clustering plug-in should allow the user to set a level where the tree is to be cut.
The plug-in will return only those clusters above the cut.
A strength of a plug-in extensible application is, that it can be equipped with improved algorithms with only little effort. Furthermore, the program must not necessarily be updated by the original authors, but every user who has basic knowledge
of the Java programming language is able to extend the program with custom-made
algorithms. For example, the original k-means clustering algorithm by Hartigan et
al. [26] has been improved by Alsabti et al. [3]. While the original algorithm as
integrated into most applications is sufficient for everyday tasks, some large-scale
projects, that heavily rely on the k-means clustering algorithm, would probably
benefit from an implementation of the new version as a plug-in for Mayday.
SOM clustering and k-means clustering algorithms yield cluster representatives
(cluster centers) besides a partition of the input set. A cluster representative can
1 Originally, SVMs are binary classifiers, although more recent approaches also support separation

of more than two classes.

77

Discussion and future development of Mayday

be considered as a special probe. To enable the user to access the representatives,
the plug-in must store them in the master table as implicit probes. Further, an extra
set of probe lists containing these implicit probes should be created and returned
together with the probe lists representing the partition.
6.2.3.2

Plug-ins working on the master table

Besides plug-ins based on probe lists, another plug-in interface will be implemented, that grants plug-ins access to the master table. This class of plug-ins can be
used to implement a couple of functions, that are frequently required in microarray
data analysis. The input and output of these plug-ins is a master table object.
Data normalization, for instance, is a fundamental step in any data analysis. To
be able to differentiate between biological variation and variation caused by the
measurement process or to compare the data of several microarray experiments,
normalization is required [55]. Hence, the development of a plug-in performing
normalization of the master table has high priority.
Plug-ins that estimate missing expression values are of similar importance. As microarray experiments are still relatively expensive, in particular when commercial
microarrays are used, there is often no replication of the experiment, on which a
calculation of the missing values can be based. However, although this is a rather
small field in microarray data analysis research, a number of approaches to missing
value estimation are known. These range from calculation of row means to highly
sophisticated methods that employ k-nearest neighbors classifiers or singular value
decomposition [50]. Another approach could be based on Gaussian processes [34].
Data transformations, like taking the logarithm or others might be useful for some
analyses and could be implemented as plug-ins, too.
6.2.3.3

Plug-ins for data import and export

A major problem in relatively new and fast-changing fields as the microarray technology, are quickly emerging storage and data interchange formats. The microarray gene expression markup language (MAGE-ML) [42], has been proposed as a
standard file format for microarray data. However, probably because the proposal
of MAGE-ML as a standard has only been recently published, there is still a great
variety of different file formats.
In Mayday this problem can be approached using plug-ins for data import and
export. In this context, data refers to both expression matrices and probe lists.
Plug-ins that import expression matrices take one or more files as input and yield
a master table object as output. The plug-ins may range from straightforward approaches, which for example read comma-delimited files (instead of tab-delimited
files, as the standard expression matrix loader of Mayday does). Other import
plug-ins for expression matrices may concatenate several expression matrices, that
contain the same probes, but different experiments. Plug-ins that take expression
matrices of replicated experiments and compute average expression levels may be
implemented, too. An import plug-in, that enables the user to selected only specific
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experiments from an (possibly very large) expression matrix would be beneficial to
some users. The same concept could be applied to probes instead of experiments.
As plug-ins may call their own dialogs and create new windows as needed, some
plug-ins may be implemented as “applications within the application”. Such complex plug-ins could provide support for loading raw data from two-color cDNA
microarray experiments, where only spot and background intensities are known.
Import from proprietary formats or MAGE-ML files could be achieved with such
plug-ins as well.
With the increasing number of microarray experiments being performed in laboratories, the data obtained from these experiments has to be stored in databases to
remain manageable. This is essential in large facilities, where the data must be
accessible for many different people, often through different user interfaces or programs. To be applicable in such environments, Mayday has to be extended by plugins, that provide access to these databases. Access to public WWW databases like
ArrayExpress [5] and the Stanford Microarray Database [23] would be interesting,
too. However, while there are no commonly used standardized database schemes,
most users will have to write their own plug-in to access a specific database.
Plug-ins for export of expression matrices to different file formats are required,
when Mayday is only used in an intermediate step of an analysis. Both export to a
single file or to multiple files may be implemented. Export of the expression matrix
using a plug-in is different to export using the export function of a tabular viewer.
While a plug-in has always access to the complete master table, a viewer usually
represents only a subset of the master table.
Assuming there exist corresponding import and export plug-ins, Mayday may be
also used as a converter. For such tasks, in particular when there is a large number
of files to be converted, it would be efficient to create a command-line interface
that provides access to import and export plug-ins.
Plug-ins for import and export of probe lists make Mayday more efficient in heterogeneous software environments, where a variety of tools is used for data analysis.
Probe lists may be imported from either databases or locally stored files. Virtually
every file format can be the source of probe list information. On the one hand,
there may be plain text files, that contain a list of probe identifiers in any form or
Microsoft Excel sheets on the other hand, may be used to store data that can be
interpreted as probe lists.
Since probe lists are only sets of probe identifiers, plug-ins could be implemented,
that access sources like Gene Ontology [48], to retrieve specific sets of probes. Using Gene Ontology, it is possible to obtain a list of all yeast ORFs, that are involved
in some biological process or that are located in a particular cellular compartment.
Besides the mapping from yeast ORFs to Gene Ontology, many other mappings
exist, that assign probe identifiers to each of the tree parts 2 of Gene Ontology.
Export of probe lists to databases, where they will be accessible to local working
groups or to a global community, could be implemented by plug-ins, too.
2 Gene

Ontology consists of three parts, namely biological process, molecular function and cellular component.
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6.2.3.4

Further plug-ins and concluding remarks

A lot of microarray data analysis methods have been implemented in the R statistical programming language [27]. Especially the Bioconductor project as a part of
the R project includes a multitude of highly sophisticated methods to analyze microarray data. Probably a lot of researchers have implemented their own, problemspecific clustering, filtering or test algorithms in R as well. Thus it is desirable to
implement an interface, that provides access to R functions. The Omega project [9]
provides a couple of Java classes that enable developers to call R from Java. These
classes are licensed under the BSD public license or the GNU public and thus are
freely available. If these classes were integrated into a plug-in or another interface,
it would be possible to call R methods within Mayday.
Another type of analysis, that can be applied to examine microarray data, is the
analysis of regulatory regions in the upstream and downstream sequences of genes.
Implementation of such methods as plug-ins is useful to identify co-regulated
genes, for instance in clusters of genes with highly similar expression profiles.
A plug-in that provides analysis of regulatory regions must access the sequences of
the target sequences on the microarray. These could be either loaded from a local
file or directly from databases, either local or Internet-based.
To come back to visualization, it is also possible to create visualization plug-ins.
The essential idea is to pass a probe list viewer object to the plug-in, which in consequence will display the probe lists contained in the probe list viewer. Additionally, the plug-in must be able to receive notifications from the probe list manager
and other instances within Mayday. Virtually any type of visualization could be
implemented as a plug-in, some examples are given in Section 6.2.2.
Finally, Mayday may be also used in teaching, due to its plug-in interface. Students
are enabled to implement their own algorithms and methods, but they do not necessarily have to provide their own visualizations. Data loading and management
is performed by Mayday as well. Integration of an R interface would be also very
beneficial to the application of Mayday in teaching.
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UML diagrams
A.1 Notifications
Figure A.1 shows the message flow in Mayday. The diagram is explained in detail
in Section 5.3.4.

Figure A.1: The message flow in Mayday. Arrows on the connecting lines indicate the direction of
information flow, labels associated with arrows represent events, that trigger the sending of notifications. If not indicated otherwise, a label can be thought of followed by “changed” (for example,
“layout changed” or “content changed” on the line connecting ProbeList and ProbeListManager).
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A.2

Class dependencies

Figure A.2 shows how the UML diagrams in Figures 4.4, 5.11 and 5.12 are connected.

Figure A.2: Overview of the most important classes in Mayday and their dependencies. The classes
and their dependencies are explained in Section 4.3.2 and in Section 5.3.3.
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Probe list file format
B.1 XML-based file format for probe lists
The file format for probe lists is based on the extensible markup language (XML)
[57]. XML is a very flexible and platform-independent (meta) markup language.
As the language uses tags to describe and structure the file content, XML is usually
human-readable to some extent.
Java offers good support of XML by providing XML parsers and classes to access
XML data, like for instance the SAX2 classes.
The following code shows a typical probe list, as stored in the probe list file format. Note that the probe identifiers in this example have been modified to protect
unpublished data and that the annotation is also fictitious.
<?xml version="1.0"?>
<!-- Created by Mayday. -->
<!DOCTYPE probelist SYSTEM "probelist.dtd">
<probelist>
<annotation>
<name>
Cluster 9 -- 3x3 SOM (rect, Gaussian, Euclidean, random init)
</name>
<quickinfo>
This probe list represents cluster 9 of the SOM clustering.
</quickinfo>
<info>
<![CDATA[
<html>SOME HTML-FORMATTED DESCRIPTION HERE ...</html>
]]>
</info>
</annotation>
<layout>
<color>
13408512
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</color>
</layout>
<probe>
160834_at
</probe>
<probe>
160547_s_at
</probe>
<probe>
93342_at
</probe>
<probe>
160178_at
</probe>
</probelist>

The <color>...</color> tag is used to store the color associated with the
corresponding probe list. The color value c shown is obtained from the following
simple calculation: c r  2562  g  2561  b  2560 . r, g and b are the red, green
and blue values of the corresponding color (0  r g b  256). If a probe list file is
created by hand or by another program, the color may also be given in hexadecimal
notation: 0xRRGGBB. Here RR, GG and BB represent the respective red, green and
blue values in hexadecimal notation.

B.2 Document type definition
Shown below is the document type definition (DTD) of the XML-based file format
employed by Mayday to store probe lists.
<?xml version="1.0" encoding="ISO-8859-1"?>
<!ELEMENT probelist (annotation, layout, probe*)>
<!ELEMENT annotation (name, quickinfo, info)>
<!ELEMENT name (#PCDATA)>
<!ELEMENT quickinfo (#PCDATA)>
<!ELEMENT info (#PCDATA)>
<!ELEMENT layout (color)>
<!ELEMENT color (#PCDATA)>
<!ELEMENT probe (#PCDATA)>

The DTD is used by the XML parser to validate input files. Parsing errors are
reported to the user.
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Abbreviations
C.1 Abbreviations and acronyms
Abbreviation
ANOVA
API
BMP
BSD
CA
cDNA
CT
DNA
DTD
EBI
EST
FCRDC
FL
GATC
GIF
GUI
HTML
JPEG
MA
MAGE-ML
MAYDAY
MD
MDS
MIT
mRNA
MVC
NCBI
NCI

Description
Analysis Of Variance
Advanced Programming Interface
Bitmap (image format)
Berkeley Software Design
California
Complementary Deoxyribonucleic Acid
Connecticut
Deoxyribonucleic Acid
Document Type Definition
European Bioinformatics Institute
Expressed Sequence Tag
Frederick Cancer Research and Development Center
Florida
Genetic Analysis Technology Consortium
Graphics Interchange Format (image format)
Graphical User Interface
Hypertext Markup Language
Joint Photographic Experts Group (also image format)
Massachusetts
Microarray Gene Expression Markup Language
Microarray Data Analysis
Maryland
Multi-Dimensional Scaling
Massachusetts Institute of Technology
Messenger Ribonucleic Acid
Model-View-Controller
National Center for Biotechnology Information
National Cancer Institute
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NJ
NY
ODBC
OMG
ORF
PCA
PICT
PNG
PDF
RNA
SAX2
SLR
SOM
SQL
SVD
SVM
TIFF
UML
USA
VRML
W3C
XML

New Jersey
New York
Open Database Connectivity,
Object-Oriented Database Connectivity
Object Management Group
Open Reading Frame
Principle Component Analysis
image format developed by Apple Computer, Inc.
Portable Network Graphics (image format)
Portable Document Format
Ribonucleic Acid
Simplified API for XML 2
Signal Log Ratio
Self-Organizing Map
Structured Query Language
Singular Value Decomposition
Support Vector Machine
Tag Image File Format (image format)
Unified Modeling Language
United States of America
Virtual Reality Modeling Language
World Wide Web Consortium
Extensible Markup Language
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System requirements and legal
notes
D.1 System requirements
The following sections describe the software and hardware components to run
Mayday.

D.1.1 Software
Mayday requires the following software to run.
An operation system supported by the Java runtime environment (standard
edition) version 1.4.1 or later. Such operating systems are for instance Microsoft Windows, Sun Solaris, Apple Mac OS X and a wide range of UNIX
and Linux platforms.
The Java runtime environment (standard edition) 1.4.1 or later.
The Apache XML Project’s Batik SVG Toolkit [47] version 1.1.1 or later.
This package is optional and only required for export of graphical probe list
viewers.
Hint It is strongly recommended to set the maximal memory available to the Java
virtual machine to a value of 128 MB or larger. In some cases the default size of
the memory available to the Java virtual machine is not sufficient.

D.1.2 Hardware
There are no special hardware requirements for Mayday, as those imposed by the
software requirements listed above. However, it is recommended to run Mayday
on machines with more than 128 MB of RAM and a fast processor comparable to
at least an AMD Athlon 700 MHz. A high-resolution computer screen is useful
as well, since Mayday is very graphics intense. The larger the resolution of the
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screen, the more plots can be displayed simultaneously. The recommended screen
resolution is 1280  1024 pixels or higher.

D.2 Trademarks
Adobe is a registered trademark of Adobe Systems Incorporated in the United States and other
countries.
Java, Java 2D and Java 3D are trademarks or registered trademarks of Sun Microsystems, Inc. in the
United States and other countries.
UNIX is a registered trademark, exclusively licensed through X/Open Company, Ltd. in the United
States and other countries.
Windows and Excel are trademarks or a registered trademarks of Microsoft Corporation in the
United States and/or other countries.
GeneSight is a registered trademark of BioDiscovery, Inc.
GeneSpring and GeNet are registered trademarks or trademarks of Silicon Genetics.
Mac OS, Macintosh and QuickDraw are registered trademarks of Apple Computer, Inc. in the
United State and other countries.
Affymetrix, GeneChip and NetAffx are registered trademarks of Affymetrix, Inc. in the United
States and other countries.
AMD Athlon is a registered trademark of Advanced Micro Devices, Inc. in the United States and
other countries.
BSD is a registered trademark of Berkeley Software Design, Inc.
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