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Zusammenfassung
Flüssigkeitschromatographie-Tandem-Massenspektrometrie (LC-MS/MS) ist ein
analytisches Verfahren, das zur Identifikation von Peptiden und Proteinen in komplexen Mischungen eingesetzt wird. Seine hohe Sensitivität und die Fähigkeit
zum Hochdurchsatz haben dieses Verfahren unverzichtbar für Molekularbiologen
gemacht, die die globalen Eigenschaften biologischer Systeme erforschen.
Diese Arbeit beschreibt eine erweiterbare Software-Anwendung für die Integrierung, Analyse und Visualisierung von Daten aus umfangreichen LC-MS/MS
Experimenten. Zusätzlich wird eine Einführung in die Grundlagen der Massenspektrometrie und ihrer Anwendung in der Proteomik geben, sowie ein Überblick
über aktuelle Werkzeuge zur Datenanalyse.

ii

iii

Abstract
Liquid chromatography/tandem mass spectrometry (LC-MS/MS) is an analytical
technique that is employed to identify peptides and proteins in complex mixtures.
Its high sensitivity and high-throughput capabilities have rendered this technique
invaluable for molecular biologists exploring the global properties of biological
systems.
This work describes an extensible software application for integration, analysis,
and visualization of data from large-scale LC-MS/MS experiments. Additionally,
an introduction to the basics of mass spectrometry and its application in proteomics is given along with a review of state of the art data analysis tools.
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Chapter 1
Introduction
1.1

Proteomics and Systems Biology

The term proteome as a description for the protein complement of the genome and
proteomics as the term referring to the study of the proteome have been in use
for only little more than a decade now. Patterson and Aebersold (2003) define
proteomics as “[...] the systematic study of the many and diverse properties of
proteins in a parallel manner with the aim of providing detailed descriptions of
the structure, function and control of biological systems in health and disease.” In
consequence, the focus of proteome research is to unravel the sequences, structures, levels of activity, (sub-)cellular abundances and interactions of proteins.
Godovac-Zimmermann and Brown (2001) give a refined definition of this socalled functional proteomics approach. According to their definition there are
two principal tasks for functional proteomics. First, there is the need to analyze
spatial and temporal activity of biological processes. Second, it is crucial to identify the protein species participating in the molecular networks and fluxes under
investigation. Either task may be emphasized depending on the given problem.
In contrast to the static genome the proteome is highly dynamic. The expression of proteins in a cell is controlled by a complex regulatory system, which
responds to numerous stimuli from inside and outside the cell. At the same time
proteins are the key players in this regulatory system. They mediate interactions
with the environment and they control the expression of other proteins. GodovacZimmermann and Brown (2001) correctly point out that this puts proteins in a
special position, which is the reason why proteomics is one of the most promising
subfield in molecular biology.
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Disease is the consequence of perturbation of the regulatory system. Knowledge
about how perturbations occur and how they cause disease in an organism is invaluable information required to develop focused therapies for treatment and prevention of disease (Aderem 2005). This is why it is of paramount importance to
understand how the regulatory system works.
In the past 15 years mass spectrometry has begun to play an increasingly significant role in proteomics. The technology is unrivaled in its speed, sensitivity and
exact molecular characterization of proteins (Godovac-Zimmermann and Brown
2001), which allows more and more comprehensive analyses of complex protein
mixtures (De Hoog and Mann 2004). Applications of mass spectrometry in proteomics range from protein profiling, identification and characterization of posttranslational modifications to the analysis of protein interactions (Aebersold and
Mann 2003) and macromolecular protein complexes (Ranish et al. 2003).
Even though proteins are the most prominent elements of the regulatory system it
is crucial to understand how they interact with other components of this system.
Integrative approaches aim at connecting evidence from different sources such as
genomes, transcriptomes and metabolomes with proteome information in order
to obtain a comprehensive picture of cellular processes. Such approaches are
commonly attributed to the field of systems biology.
Systems biology employs a wide range of high-throughput technologies such as
proteomics mass spectrometry, DNA sequencing, or microarrays to examine the
properties of biological systems on a levels. This process requires sophisticated
computational tools to store, integrate, visualize and analyze the massive amounts
of data produced by aforementioned high-throughput technologies.
Liu (2005) writes that the development of such computational tools to analyze and
organize the data will be the biggest challenge that systems biology has to face.
In addition to being able to handle huge amounts of data and to analyze them
correctly these tools also need to be capable of presenting the data in a way so
that biologists can understand it. This statement is supported by Aderem (2005),
who points out that a human is not capable of deducing the properties of a system
from the huge number of data points, however, “human brains have evolved to
intelligently interpret an enormous amount of visual information”.
The challenges described by Liu and Aderem haven’t been solved to date, neither for the field of systems biology nor for any of the individual high-throughput
methods employed in systems biology. Patterson and Aebersold (2003) point out
in their review on proteomics technologies that “the main challenges of the future
will be the validation, visualization, integration and interpretation, in a biological context, of the vast amounts of diverse data generated by the application of
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proteomic and genomic discovery science tools”. Similarly Aebersold and Mann
(2003) state that “the analysis and interpretation of the enormous volumes of proteomic data remains an unsolved challenge".

1.2

Problem Description

The major challenge for computer scientists trying to develop such tools as described by Liu, Aderem, Aebersold, Patterson and Mann is the rapid speed at
which the field of proteomics and related high-throughput technologies are evolving.
Standardized data analysis procedures are just being established and new analytical techniques covering particular aspects of the overall analysis are being released in short time intervals. This is complicated by the lack of widely accepted
standards for data and file formats, which also makes sharing of proteomics mass
spectrometry data - and software for its analysis - difficult.
Currently there are couple of software packages that support visualization of such
data, for instance msInspect (Bellew et al. (2006), Fred Hutchinson Cancer Research Center, Seattle, WA, USA), Pep3D (Li et al. (2004), Institute for Systems
Biology, Seattle, WA, USA), InsilicosViewer (Insilicos LLC, Seattle, WA, USA),
mzXMLViewer (Institute for Systems Biology, Seattle, WA, USA), MSight (Swiss
Institute of Bioinformatics, Basel, Switzerland) and SpecView (Free University of
Berlin, Berlin, Germany and University of Tuebingen, Tuebingen, Germany).
While most of these tools focus on visualization of a single data set or part of it
there is a need for applications that support integration of additional data sources
for verification and differential analysis of large mass spectrometry data sets.
The quality of conclusions drawn from LC-MS/MS data sets can be greatly improved if the analysis takes into consideration existing knowledge about proteins
contained in the analyzed samples. Comprehensive information about proteins,
their interactions and the roles they play in cellular processes is available from
public databases. In addition, information about the genes coding for a set of
given proteins can be obtained from freely accessible databases as well, which
can further increase the quality of the analysis and lead to insights that would not
be possible with LC-MS/MS data alone (Patterson and Aebersold 2003).
The information obtained from a mass spectrometry experiment alone is not sufficient for reliable identification of the peptides and proteins contained in the sample. While tools such as Sequest (Eng et al. 1994, Yates et al. 1995) or Mascot
(Perkins et al. 1999) are required to identify the peptides in the sample, Peptide-
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Prophet (Keller et al. 2002) and ProteinProphet (Nesvizhskii et al. 2003) validate
and evaluate the identification of peptides and proteins, respectively (Nesvizhskii
and Aebersold 2004).
Querying identified proteins in databases such as the Human Protein Reference
Database (Peri et al. 2003) allows the investigator to determine what other proteins are interacting with the selected proteins. If these interactors are detected
in the same experiment their interactions can be visualized using tools like Cytoscape (Shannon et al. 2003). Also, mapping information from the Gene Ontology (GO) database (The Gene Ontology Consortium 2000) to the identified proteins enables the user to detect enriched or depleted biological processes. Information from the GO database can also be linked to the protein interaction networks
displayed by Cytoscape. Through integration of transcription factor prediction algorithms, such as MotifScanner (Thijs et al. 2001), the user can search for a set
of co-regulated proteins. A genetic regulatory network for these co-regulated proteins can be visualized for example using BioTapestry (Longabaugh et al. 2005).
Currently there is a lack of software applications that integrate large proteomics
mass spectrometry data sets with tools such as the ones described above. A solution for integration of heterogeneous data sources with LC-MS/MS data and for
integration of external software tools for combined analyses of LC-MS/MS data
and other data is required, as postulated by Patterson and Aebersold (2003).
The interface for integration of both additional data and external software tools
has to be flexible and easy to extend to facilitate adaptation of the software to
newly developed methods. Extensibility of the software is a critical aspect in a
field that is evolving as rapidly as proteomics.
The visualization module of the application has to provide both support for quality
control as well as access to the underlying data, e.g. mass spectra or additional
data such as peptide and protein information. Data from other sources needs to be
readily accessible as well.
Scalability of the software is another key factor. It has to be designed in a way that
allows differential analysis of two or more samples and supports the investigator
during exploration of both small and large data sets.
Further it is desirable to support both “end users” of proteomics mass spectrometry
as well as specialists striving to improve those technologies. If both ends of this
spectrum can be addressed by a single application all users will benefit from this.

About this Document

1.3
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This thesis can roughly be divided into two parts. The first part covers mass
spectrometry, its application in proteomics and current methods to analyze proteomics mass spectrometry data. All these topics are described comprehensively
in Chapter 2. Chapters 3, 4 and 5 form the second part of this document, which
introduces a software application called Prequips that has been developed to address the problems described in Section 1.2, how it is applied and how it can be
extended in the future.
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Chapter 2
Proteomics Mass Spectrometry
Techniques
2.1

General Principles of Mass Spectrometry

Mass spectrometry is an analytical technique used to identify the molecular
species contained in a sample based on mass (m) and charge (z) of the molecules.
Such identifications are possible due to the specific atomic mass of the elements.
In order to to determine the mass of a molecule it has to be charged. For mass
spectrometry purposes molecules are usually transformed into positively charged
ions through removal of one or more electrons. Depending on how many electrons
have been removed the charge state of the ion is denoted with “+1”, “+2” and so
on.
A mass spectrometer measures the mass of a gas-phase ion relative to its charge
state by moving it through an electromagnetic field in high vacuum. The Lorentz
Force Law describes how ions with different masses and charge states behave differently when passing through such a field (Gruber 2000). Based on the behavior
of the ions the mass spectrometer determines the corresponding mass/charge ratios (m/z ratios). It is not possible to determine mass and charge state of an ion
separately with a mass spectrometer. The m/z ratios are measured on a so-called
12 C scale. On this scale the 12 C carbon isotope weighs exactly 12 units (Clark
2000).
Abundance or intensity of the ions is measured in addition to the m/z ratios. This
unit-free parameter is often expressed as a percentage relative to the most abundant ion observed.
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A pair of (m/z ratio, abundance) values is usually referred to as a peak. A set of
such peaks represents the mass spectrum of the analyte. The highest peak of a
spectrum is called its base peak. A mass spectrum is often also referred to as a
scan.
Example Consider the chemical element boron (symbol: “B”, atomic number:
5). A singly charged boron ion has a m/z ratio of either 10 or 11 depending on
which of the two boron isotopes (10 B or 11 B) is measured. If a natural sample of
pure boron is analyzed in a mass spectrometer the corresponding spectrum will
have two peaks. One for 10 B and one for 11 B. See Figure 2.1 for a schematic representation of the boron mass spectrum. The 11 B peak is about 4 times higher than
the 10 B peak since in natural boron the 11 B isotope is 4 times more abundant than
the 10 B isotope, which is reflected in the average atomic mass of boron (10.81).

Figure 2.1: Schematic mass spectrum of boron. The m/z ratios of the measured ions and their
corresponding abundances are represented as a stick diagram. This representation is commonly
used to visualize mass spectra.

2.1.1

Key Components of a Mass Spectrometer

Every mass spectrometer consists of three key components: (1) an ion source
for ionization of the analyte, (2) a mass analyzer that is required to separate the
ions based on their m/z ratios and (3) a detector that determines abundance of
the ions. For each component several different implementations exist that can be
combined into a multitude of configurations, each with its own advantages and
disadvantages. A schematic view of a mass spectrometer is shown in Figure 2.2.
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The mass analyzer and the detector are placed in a high vacuum system because
the presence of oxygen or other gas molecules would significantly distort the mass
measurements. Collision of ions with other molecules on the way to the detector
causes fragmentation or deionization of the ions, which is not desired.

Figure 2.2: A basic mass spectrometer and its key components. The sample enters the mass
spectrometer through the ion source and is then transfered into the high vacuum system of the
mass analyzer. Eventually the ions hit the detector that counts the number of ions for a given m/z
ratio.

Ion Source
The key property of an ion source is its ionization efficiency for a given sample.
It is crucial that as many molecules as possible are ionized before they enter the
mass analyzer since uncharged molecules cannot be measured.
Matrix-assisted laser desorption ionization (MALDI) is a highly efficient technique to ionize peptides. Peptides are deposited into a crystalline matrix and then
ionized and sublimated by laser pulses.
Electrospray ionization (ESI) is another very common and efficient method to
ionize biomolecules. In the electrospray interface small charged droplets of liquid
are transformed into gas-phase ions that enter the vacuum system of the mass
spectrometer (Griffiths et al. 2001).
Both MALDI and ESI are so-called “soft” ionization methods since they reduce
the extent of analyte fragmentation and sometimes even maintain non-covalent
interactions (Aebersold and Goodlett 2001).
Mass Analyzer
Determination of accurate masses is the most important feature of the mass analyzer. In addition to that it is desired that the mass analyzer has high resolution
and sensitivity as well as the ability to measure m/z ratios over a large dynamic
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range. There is a wide array of implementations that like ion sources all have their
own strengths and weaknesses.
Time-of-flight (TOF) mass analyzers separate ions based on the time it takes them
to travel a given distance. Since the velocity of the ions depends on their weight
and charge such measurements can be used to determine the corresponding m/z
ratios. The advantages of TOF instruments are their high mass accuracy and their
basically unlimited mass range (Want et al. 2005).
Ion traps are another common group of mass analyzers. They exist in two different
forms. Either as a “2-dimensional” linear quadrupole trap or as a “3-dimensional”
twisted quadrupole trap (March 1997). Stabilization or destabilization of ion paths
passing through the electric field is the fundamental underlying concept in both
cases. The traps basically implement a filter that allows only certain ions to reach
the detector. Frequency and strength of the dynamic electric field are used to
determine the m/z ratio of the ions that hit the detector.
Ion traps have a high sensitivity but their mass accuracy is inferior to that of many
other mass analyzers. However, they are the workhorses in many mass spectrometry facilities due to their robustness and relative inexpensiveness (Aebersold and
Mann 2003).
Detector
The detector in a mass spectrometer is a simple device that counts the number of
ions passing through it for a given m/z ratio. Since the number of ions hitting
the detector at a given m/z ratio is often very low a detectors usually possess an
amplifying device. Typically electron multipliers or microchannel plates are used
(Van Bramer 1998).

2.1.2

Separation of Complex Mixtures

Complex samples cannot be readily analyzed in a mass spectrometer. Complexity of the sample has to be reduced, for instance by means of chromatographic
separation, before it is introduced into the mass spectrometer. Chromatographic
separation of the sample causes analytes to elute into the mass spectrometer ordered according to a chemical property such as hydrophobicity or solubility. Due
to this separation only a subset of the analytes contained in the sample enter the
mass spectrometer at a given time point.
Small molecules are typically separated by gas chromatography, however, this is
not possible for biomolecules such as peptides. High-performance liquid chro-
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matography (HPLC) or short liquid chromatography (LC), is commonly employed to achieve separation of complex peptide mixtures (Griffiths et al. 2001,
Aebersold and Mann 2003). Figure 2.3 illustrates a mass spectrometer coupled
online to an HPLC system.

Figure 2.3: A mass spectrometer coupled to an HPLC system. The LC system separates the
analytes in the sample according to a particular chemical property. Because of this only a subset
of the analytes in the sample enter the mass spectrometer at a given time point. This is illustrated
by the two different fractions that are being separated in the HPLC system. The leading fraction
will enter the mass spectrometer first, followed by the other fraction at a later time point.

Retention time1 t is the third parameter that is measured for each ion if separation
is performed before the ions enter the mass spectrometer. A peak thus becomes
a point in the three dimensional space defined by m/z ratio, retention time t and
intensity. Figure 2.4 illustrates the data produced by a LC-MS system. However,
time points that are not necessarily equally spaced.
The fact that sample separation takes place in liquid phase while ionization has
to take place in gas phase was a major challenge on the way to high-throughput
proteomics mass spectrometry. Only the development of the electrospray interface
made it possible to overcome this problem.

2.2

Mass Spectrometry in Proteomics

The earliest work using mass spectrometry to identify peptide sequences was described by Biemann et al. (1966) about 40 years ago. Since then enormous improvements in technology were made. The most crucial improvements were the
1 Retention

umn.

measures how fast an analyte in a sample travels through a chromatographic col-
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Figure 2.4: Illustration of data produced by a LC-MS system. Retention time t measured in
addition to m/z ratio and abundance. Mass spectra are recorded at certain time points that are not
necessarily equally spaced.

development of the MALDI and ESI ionization methods in the late 1980s that
once commercially available quickly found favor with the proteomics community. The key advantage of MALDI and ESI over traditional ionization methods
is that they do not fragment the analytes on ionization, which is essential for the
identification of peptides in a complex mixture (Patterson and Aebersold 2003).

2.2.1

Protein Identification through Peptide-Mass Fingerprints

Peptide-mass fingerprinting2 is a common approach to identify proteins in complex mixtures, which was originally proposed by Henzel et al. (1993). First, proteins are digested with a proteolytic enzyme such as trypsin. Trypsin is an endopeptidase cleaving polypeptides on the carboxyl side of lysine and arginine if
they are not directly succeeded by a proline residue. C-termini with a lysine or
an arginine residue are called tryptic termini. Trypsin is used for the purpose of
mass spectrometry because it is favorable not to have basic amnio acids within a
peptide sequence. Pepsin is another peptidase that is used for digestion of proteins
but its cleavage sites are less defined than the ones of trypsin.
Protein digestion produces peptide chains of variable length. Ionization of digested proteins occurs only at a few sites in the peptide chain, mostly at basic
2 Peptide-mass fingerprinting is also referred to as peptide mapping and peptide-mass mapping.
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or acidic amino acid residues such as lysine and arginine. Peptides of trypsin
digested proteins ideally contain one basic residue at the C-terminus of the peptide chain. This is due to the cleavage specificity of trypsin. Ionized peptides are
referred to as peptide ions.
m/z ratios of the peptide ions are measured and the resulting list of spectra is used
to identify the original proteins in the sample. This process requires a protein
sequence database that can be used to compute theoretical peptide mass spectra.
Recorded mass spectra are then compared to theoretical mass spectra. If there is a
significant overlap between recorded spectra and theoretical spectra for a protein
this indicates that the protein was contained in the sample. It is obvious that only
proteins whose sequence is already known can be identified using this approach.
Another evident problem of peptide-mass fingerprinting for protein identification
is the isobaric3 nature of many peptides. A permutation of the amino acids in a
peptide sequence can make a big difference in terms of biological function but it
is not possible to distinguish such permutations by measuring peptide mass. Even
different amino acid compositions may yield the same mass spectrum (Aebersold
and Goodlett 2001). For instance, two glycine residues have the same weight as a
single asparagine residue.
It is common to use a MALDI-TOF, short for a MALDI ion source coupled to a
TOF analyzer, for peptide-mass fingerprinting because of the high mass accuracy
of those instruments.

2.2.2

Tandem Mass Spectrometry

A mass spectrometer with a single mass analyzer usually is not sufficient to determine the identity of a peptide in the sample. The issues described in the previous
section indicate that it is necessary to use a more constraining property than mass
of peptides to identify them if a high-throughput approach without manual intervention is the goal.
Knowledge about the amino acid sequence can be used to produce highly reliable
identifications of peptides and proteins. To obtain the sequence of a peptide in a
mass spectrometer it has to be further fragmented and the fragment masses have
to be determined. Only selected ions are subjected to a controlled fragmentation
process, which is not comparable to unwanted fragmentation that might occur
during ionization or when ions collide with gas atoms that entered the vacuum
system of the mass analyzer.
3 Having

the same weight.
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Tandem mass spectrometry (MS/MS) is a general analytical approach that uses
two mass analyzers connected by a collision cell to allow further fragmentation
of the ionized molecules in the sample. Further insight into the composition of
an analyte can be obtained if the fragmentation process is traceable through mass
analysis of the fragments.
The first mass analyzer is used to determine the mass of ionized analytes in the
sample. Ions of a particular mass can be selected and transfered into the collision
cell. While the mass analyzers are a high vacuum system, the collision cell is
filled with an inert gas such as argon or nitrogen. Figure 2.5 shows the setup of
an MS/MS instrument.

Figure 2.5: A tandem mass spectrometer coupled to an HPLC system. The two mass analyzers
a coupled online to a collision cell that contains an inert gas. Only selected precursor ions (dark
green in the figure) enter the collision cell at a given time point and fragment upon collision with
gas atoms. The fragment ions then travel to the detector where their mass spectra are recorded
without influence of other ions (purple and dark blue in the figure) that originally entered the mass
spectrometer with the precursor ions.

Selected precursor ions enter the collision cell with high kinetic energy obtained
through acceleration in the first mass analyzer. In the collision cell precursor ions
collide with gas atoms, which causes covalent bonds in the ions to break. This
process is called collision-induced dissociation (CID). The resulting fragment ions
then leave the collision cell and enter the second mass analyzer, where their mass
is determined and a so-called CID spectrum is recorded.
This two step approach produces an additional mass spectrum for each selected
precursor ion. Figure 2.6 illustrates the data obtained from a MS/MS instrument
coupled to a LC separation system.
The first mass spectrum used to select the precursor ion is often referred to as a
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Figure 2.6: An illustration of data produced by a LC-MS/MS system for de novo peptide sequencing or peptide-mass fingerprinting. One or more precursor ions are selected for fragmentation in
the collision cell. The resulting fragment ions are then analyzed and a CID spectrum is recorded.

MS level 1 scan or simply level 1 scan. According to this nomenclature the CID
spectrum is called MS level 2 scan or simply level 2 scan.
Protein identification using peptide-mass fingerprinting can be improved using
the MS/MS approach. A precursor ion is selected and its mass is recorded. The
CID spectrum of the fragment ions is then searched against a sequence database.
However, since the mass of the precursor ion is known this mass can be used
as a constraint for the CID spectrum search. The CID spectrum must match a
theoretical spectrum derived from a peptide sequence that has a theoretical mass
equal to the observed mass of the precursor ion.
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2.2.3

Protein Identification through Peptide Sequence
Tags

Using peptide sequence tags to identify proteins is a high-throughput technique
that is also known as shotgun proteomics. Like in peptide-mass fingerprinting
proteins are first digested using a proteolytic enzyme. Usually trypsin is used due
to its favorable cleavage properties.
The peptide mixture is subjected to analysis in a MS/MS instrument coupled to
a LC system. Selected precursor ions undergo fragmentation in the collision cell
and a CID spectrum of the resulting peptide fragment ions is recorded. The protein digestion step described above is necessary because peptides fragment much
better than whole proteins do Nesvizhskii and Aebersold (2005).
Peptides fragment mostly at one of the peptide bonds between two amino acids.
Side chain cleavage is rare. The number of possible fragments obtained for a
given peptide depends on the length of the amino acid chain. Each fragment can
be assigned to either the N- or the C-terminal side of the original peptide.
The peaks of the recorded CID spectrum can be assigned unambiguously to a
specific fragment in the ideal case. The peak composition of the overall spectrum
determines the sequence of amino acids in the peptide. Sequences derived using
this de novo peptide sequencing approach are called peptide sequence tags.
Example Adapted from Standing (2003). Depending on whether the charge of
the precursor ion remains on the N- or the C-terminal side of the fragment ion it is
denoted either as a b ion or as a y ion.4 The b ions are denoted bn where n counts
the number of amino acid residues between the N-terminus of the peptide and the
end of the fragment. The y ions are named according to the same nomenclature,
however, in this case n represents the number of residues between the beginning
of the fragment and the C-terminus of the peptide. The computation of bn and yn
ion masses is a simple summation of the amino acid residue masses contained in
the fragment. The yn ion mass differs from the bn ion mass of the same peptide by
18 units because of the different nature of the fragment termini.
Table 2.1 lists all fragments that can be obtained from GFYAEGSR (contained in
the sequence of the SARS coronavirus nucleocapsid protein, UniProt accession
number Q6QJ37) and their respective bn and yn ion masses. See Appendix B for
4 While

b and y ions contribute most information for sequence identification, there are other
types of ions such as a and z ions that are used if b and y ions don’t contain enough information to
determine the peptide sequence. These other ion types were left out in this example for simplicity.
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a list of amino acids including one-letter codes and monoisotopic residue masses.
ion mass fragment ion mass
N-terminus

b1
b2
b3
b4
b5
b6
b7
b8

58
205
368
439
568
625
712
868

G
F
Y
A
E
G
S
R

886
829
682
519
448
319
262
175

y8
y7
y6
y5
y4
y3
y2
y1

C-terminus

Table 2.1: Fragment masses of b and y ions obtained through CID of the peptide GFYAEGSR. All
masses were rounded to the next integer. Fragments of type bn begin at the N-terminus and end
after the amino acid listed for bn . For instance, the b3 fragment is GFY. The same rules apply for
yn ions, which begin at the C-terminus. The b1 ion mass is the monoisotopic residue mass for
glycine (57) adjusted for the N-terminus (1). The y1 ion mass is the weight of the monoisotopic
residue mass for arginine (156) adjusted for the C-terminus (19).

The sequence of the peptide is determined through interpretation of the m/z differences in the series of bn or yn ion peaks. This is illustrated in Figure 2.7. The
fact that both bn and yn ions are contained in the CID spectrum might be confusing
at first and seems to complicate the task of determining the sequence. However,
if both the bn and yn ion series can be identified and both series lead to the same
peptide sequence this is an indicator for the good quality of the spectral data.
Identified peptide sequence tags have to be mapped back to proteins because
through digestion of the proteins all associations between peptide and protein sequences were lost. This is known as the protein inference problem and one of
the main challenge of shotgun proteomics. Since all proteins in the sample are
digested without any preceding analysis of mass or isoelectric point this is far
from being trivial. The problem becomes a lot less complex when proteins are
first separated using 2-dimensional gel electrophoresis, excised from the gel and
then digested (Nesvizhskii and Aebersold 2005). However, this involves manual
intervention, which prevents high-throughput profiling.
Nesvizhskii and Aebersold (2005) write that the peptide-centric approach of shotgun proteomics is a particular problem in higher eukaryotic organisms, which
have a lot of sequence redundancy on the DNA level. Alternative splicing and
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Figure 2.7: The sequence of the peptide is determined through interpretation of the m/z differences
in the series of bn or yn ion peaks. The fact that both b and y ions are contained in the CID spectrum
might be confusing and seems to complicate the task of determining the sequence. However, if
both the bn and yn ion series can be identified and both series lead to the same peptide sequence
this is an indicator for the good quality of the spectral data. The amino acid sequence shown in
the spectrum was derived based on the yn ion mass differences. For instance, the m/z difference
between the y1 ion at 175 and the y2 ion at 262 is 87, which corresponds to the monoisotopic
residue mass of serine. Figure adapted from Standing (2003).

extensive use of post-translational modifications add complexity to the problem.
Often it is not possible to unambiguously identify the protein that gave rise to
the peptide sequence, which leads to further complications at later stages of the
analysis.
Peptide sequence tags that unambiguously identify a protein are called proteotypic
peptides. It has been proposed by Kuster et al. (2005) to construct a library of
such peptides and use it in high-throughput profiling projects to reliably identify
proteins. This approach could be used to overcome the protein inference problem,
however, it has yet to be proven effective.

2.2.4

Quantitative Mass Spectrometry

Mass spectrometry is not a quantitative method per se. Even though the measured
peptide ion intensity is linearly correlated to the amount of peptide present this
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is not a good parameter to compare the concentrations of two different peptide
sequences. The key issue with this approach is variable effectiveness of the ionization process depending on sequence composition (De Hoog and Mann 2004).5
This means that some peptide ions might have a charge state of +1 while others
have one of +2 or higher. And since a higher charge state causes a higher intensity
measurement for every ion measured, the intensity measured for a peptide species
with a high charge state might be higher than the the intensity measured for a peptide species with a charge state of +1 even if a smaller number of peptides of the
former species were contained in the sample.
However, it is possible to perform differential analyses of two or more complex
protein samples by labeling the samples with so-called isotope-coded affinity tags
(ICAT) (Gygi et al. 1999). These reagents are composed of a general reactive
group and affinity tag structure but also carry a mass-encoded linker that can either
be heavy or light. For differential analysis one sample is tagged with light reagent
and the other one with heavy reagent. The labeled samples are then mixed and
analyzed in a standard LC-MS/MS system. The difference in weight of the linker
will cause a shift in the peaks of identical peptide sequences labeled with different
linkers. The shift on the m/z axis corresponds exactly to the weight difference
of the linkers. This makes it straightforward to identify pairs of peaks. Based on
the assumption that the ionization process worked equally well on both peptides
a ratio presenting the relative abundance of the peptide in the two samples can
be computed from the height of the two peaks. The quantification step is usually
performed on the precursor ion before the peptides are fragmented for further
identification.
One of the shortcomings of the ICAT technique is that the reactive group binds
mass tags only to cysteine residues, which are not present in all peptides.
Another approach to quantitation peptide is the iTRAQ system (isobaric tag for
relative and absolute quantification) from Applied Biosystems (Foster City, CA,
USA). This system uses four isobaric tags that bind specifically to lysine and all
N-termini of peptide chains. This ensures that any peptide can be quantified. Since
four different tags are available it is possible to quantify up to four samples at the
same time.
Another difference between the two systems is the MS level at which quantitation is performed. Since iTRAQ reagents are isobaric tagged peptides are not
5 This is conceptually related to the effectiveness of dye incorporation into nucleotide sequences

on microarrays. The same signal intensity measured in two different spots doesn’t necessarily
mean that the amount of RNA or cDNA was the same in both spots.
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quantified on the MS level but on the MS/MS level. The tags are cleaved off the
precursor ions in the collision cell and the resulting ions produce a specific pattern
of up to four peaks in the m/z range from 114 to 117. Based on the intensity of
the tag ions the peptides can be quantified.
With the iTRAQ reagents it is possible to perform absolute quantitations of selected proteins if one tag is reserved for a standard that is spiked into the sample
(Applied Biosystems 2004).
When quantified peptides are mapped back to their corresponding proteins the
quantitation information from several peptides might have to be combined into a
single value for the protein. One approach is to compute a weighted ratio from the
individual peptide quantitations after outliers have been removed (Li et al. 2003).

2.3

Limitations of Mass Spectrometric Approaches in Proteomics

Many limitations remain even with modern protein chemistry and mass spectrometry techniques. The lack of an amplification method for proteins often complicates sample collection. Analysis of the sample is always limited to the amount of
protein extracted and purified (Aebersold and Cravatt 2002). This is a particular
problem if membrane-associated proteins are to be studied .
It is hard to create high affinity binding partners for proteins, which makes it
difficult to capture particular proteins of interest in an extract. Antibodies are
extremely specific and can be used to capture their target proteins but their production is labor intensive and costly.
One of the biggest challenges for mass spectrometry in proteomics is the dynamic
range of protein abundance in samples. The abundance of proteins at low and high
concentrations can differ by 6 to 8 orders of magnitude (Aebersold and Cravatt
2002). This is one of the reasons why many low abundant peptides never get
ionized, which makes it is impossible to detect and identify them.

2.4

Processing of Mass Spectrometry Proteomics Data

Typically a pipeline for basic analysis of high-throughput mass spectrometry proteomics data consists of computational tools for peptide identification through
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database search, peptide validation, protein identification and protein validation.
Peptide and protein quantitation are additional steps required if ICAT, iTRAQ or
other reagents for peptide quantitation were employed. Further tools are required
to control reproducibility of the mass spectrometer runs and to assess the quality of the separation system. At the Institute for Systems Biology (ISB) such a
data processing pipeline called the Trans-Proteomics Pipeline (TPP, Keller et al.
(2005)) has been developed. Most of the software tools described or mentioned
below are part of this pipeline.
Basic analysis of mass spectrometry data is usually followed by more sophisticated analyses of the data on the protein level across several conditions. Identification of differentially expressed proteins is usually performed after proteins
have been identified and quantified. In addition to that analysis of protein/protein
interactions or clustering of protein expression profiles are commonly applied to
infer biologically relevant information from the data. A schematic illustration of
a typical data processing pipeline is shown in Figure 2.8.

2.4.1

Sequence Database Search

Search for peptide spectra or peptide sequences in protein or DNA sequence databases is a crucial step in proteomics mass spectrometry data analysis. Sequence
database search is required for identification of peptides if peptide-mass fingerprinting is used or to map peptide sequences to proteins in both the peptide-mass
fingerprinting and the peptide sequence tag approach.
The basic idea of peptide identification by database search is straightforward: The
theoretical mass of every peptide sequence in the database is computed and compared to the observed mass of the unknown peptide. It is obvious that many peptides will have the same mass and thus this basic approach is not suitable for complex samples where nothing is known about other properties such as isoelectric
point or hydrophobicity of the peptides contained in the sample.
If peptide-mass fingerprinting is performed on MS/MS data information about the
precursor ion mass can be used to constrain the search. In such cases the protocol
is as follows: (1) The sequence database is searched for all peptides that match the
weight of the precursor ion. (2) The identified peptides are virtually fragmented
and the theoretical spectra are compared to the observed CID spectrum. (3) A
score is computed for each theoretical spectrum that describes how well it fits the
observed spectrum.
Database search can be further constrained if the cleavage properties of the proteolytic enzyme used to digest the proteins are taken into account. For instance, if
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Figure 2.8: Schematic illustration of a typical data processing pipeline used for analysis of highthroughput mass spectrometry proteomics data.

trypsin is used for digestion, peptides will have a lysine or an arginine residue at
the C-terminus.
Post-translational modifications can be included into the database search as well.
However, this makes the problem a lot more complex because every modification
that is taken into account basically represents an additional amino acid. The combinatorial explosion in the number of possible sequences requires careful selection
of modifications that should be considered (Marcotte 2001).
The most commonly used database search engine is Sequest (Eng et al. 1994),
which is distributed by Thermo Electron Corporation (Waltham, MA, USA). Sequest first identifies the top 500 theoretical spectra according to mass and then uses
cross-correlation algorithms to score the observed spectrum against all theoretical
candidate spectra. The score is used to create a ranking of the candidate spectra.
Various parameters are used in the scoring, for instance the number of fragment
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ions expected compared to the number of fragment ions found (Aebersold and
Goodlett 2001).
Other search engines are Mascot (Perkins et al. 1999) distributed by Matrix Science (Boston, MA, USA), X!Tandem (Craig and Beavis 2004, Field et al. 2002)
and Comet (Keller et al. 2005). The key difference between these search engines
is the scoring function used to quantify the degree of similarity between the observed and theoretical spectra (Nesvizhskii and Aebersold 2004).

2.4.2

Peptide Verification

Peptide identifications from sequence databases are not always correct due to various issues, like post-translational modification and others which have been described before. Since wrongly identified peptides will lead to wrong protein identifications it is desirable to have a measure of how reliable peptide identifications
are.
PeptideProphet (Keller et al. 2002) is a software tool to compute estimates of the
peptide assignment accuracy provided by the search engine. For this purpose it
learns statistical models that are used to distinguish between correct and incorrect
peptide assignments based on database search engine scores and the number of
tryptic termini in the peptide sequences. The expectation maximization algorithm
is employed to learn the models.
PeptideProphet assigns a probability of being correct to each identified peptide. The discriminative power of the method is a very valuable tool for highthroughput proteomics since manual verification of peptide identifications is no
longer required. It also enables researchers to evaluate mass spectrometer settings
and maximize the number of correct peptide identifications. The false-positive
error rate provided by the statistical model can also serve as a quality standard for
the comparison of data sets (Keller et al. 2002).

2.4.3

Protein Identification and Verification

Like verification of peptide assignments the identification of proteins based on
such assignments must be evaluated as well. Some of the tools that derive protein
identifications from a set of identified peptides simply list the peptides that led
to the identification of the protein. Others report a confidence score for each
protein identification based on various factors. Only few, such as ProteinProphet
(Nesvizhskii et al. 2003), provide an estimate of the false positive error rate and
the sensitivity of the identifications.
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PeptideProphet takes as input a list of peptides with probabilities that the peptide
assignments are correct. Such probabilities can for instance come from PeptideProphpet but there are no limitations. ProteinProphet groups together all peptides
that contribute to the identification of the same protein. The assignment of peptides to proteins follows the principle of Occam’s Razor producing the smallest
set of proteins that explains the the observed peptides.
A protein’s probability of actually being present in the sample is computed from
the peptide probabilities of the group of peptides contributing to the protein’s identification. The probability contributed by degenerate peptides, i.e. peptides that
contribute to the identification of more than one protein, is adjusted accordingly.
In addition to estimating protein probabilities, ProteinProphet groups together
proteins that are indistinguishable with respect to the peptide sequences used to
identify them.

2.4.4

Quantitation of Peptides and Proteins

Quantitative proteomics is a key tool to understand the molecular changes that
occur within cells and tissues under varying environmental conditions. Analysis
of the variable composition of protein complexes under different conditions is
one problem where quantitative proteomics using mass spectrometry has been
successfully applied (Ranish et al. 2003).
ICAT and iTRAQ are among the more common quantitation approaches in mass
spectrometry. However, they employ tags that produce fundamentally different
quantitation information (see Section 2.2.4) in the mass spectra. For this reason
different tools had to be developed to derive peptide and protein abundance ratios
from ICAT- and iTRAQ-labeled peptides.
ASAPRatio (Li et al. 2003) employs statistical and numerical methods to determine protein abundance ratios as well as the statistical errors associated with ratios from ICAT-labeled samples. The algorithm comprises four basic steps: (1)
Weighted peptide ratios and the corresponding errors are derived from the peptide
identifications made by a database search engine, (2) ratios and errors are combined into unique weighted peptide ratios to adjust for peptides that have been
identified multiple times, (3) weighted protein ratios and errors are determined
and (4) protein ratios are normalized and p-values are computed for each ratio.
Peptide abundance ratios are computed through comparison of the area under the
peaks for the two differently labeled isotopic partners (heavy and light) in the
spectrum. Background correction is performed to separate the actual peptide signals from noise, which increases the dynamic range of abundance ratios. Errors
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are computed using the difference between the raw spectrum and a smoothed spectrum. To determine the ratio for unique peptides statistics for weighted samples
are employed, which take into account the absolute areas under the peaks for the
different instances of the peptide. Outliers are removed before the weighted ratio
is computed. For calculation of protein ratios the peptides weighted according to
their errors (Li et al. 2003).
The identification of significantly expressed proteins is in most cases even more
relevant than the mere computation of peptide and protein ratios. For this purpose
ASAPRatio computes a p-value for every protein that describes that probability
that the protein is not changing in abundance. The calculation of p-values is based
on the assumption that the labeling efficiency underlies random variation such that
the logarithms of protein ratios that are unchanged can be described by a normal
distribution. However, this approach requires that the majority of protein ratios
are representing unchanged protein abundance levels in the two samples being
compared.
Estimation of p-values is an essential tool to keep data analysis transparent and
results reproducible. Previous tools like XPRESS (Han et al. 2001) that did not
support the estimation of p-values required manual verification of the calculated
abundance ratios, which could take several days (Li et al. 2003).
Peptide and protein quantification for iTRAQ-labeled peptides can be performed
by Libra (Pedrioli et al. 2005). As described in Section 2.2.4, iTRAQ tags show
up as peaks in the low m/z range of a CID spectrum. Based on the assumption
that all 4 iTRAQ reagents have the same labeling efficiency, the relative height of
the tag peaks is used to compute peptide ratios of a peptide in up to 4 conditions.
In addition to ratio calculation Libra also offers several normalization methods,
for instance z-score normalization.
Peptide quantitation information is used by Libra to compute protein expression
ratios as well. However, unlike ASAPRatio, Libra does not compute p-value or
other statistics that can be used to identify significantly differentially expressed
proteins.

2.4.5

Quality Control

LC-MS and LC-MS/MS data must be subjected to visual quality inspection before the data is further analyzed. Inspection of the data helps to evaluate the
performance of mass spectrometer and the chromatographic system. Visualization tools such as Pep3D by Li et al. (2004) represent LC-MS data (see Figure
2.4) as a 2-dimensional image that closely resembles a polyacrylamide gel used
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for 2-dimensional protein separation by electrophoresis. The relative abundance
or peak intensity is encoded into a grayscale color value and plotted into a coordinate system in which retention time t and m/z ratio represent the two dimensions.
The darker the color the higher the intensity and the brighter the color the lower
the intensity of the peaks at a given time point and m/z ratio. See Figure 2.9 for
an example.

Figure 2.9: An image produced by Pep3D. The relative abundance or peak intensity is encoded
into a grayscale color value and plotted into a coordinate system in which retention time t and m/z
ratio represent the two dimensions. Markers represent level 2 scans and peptides. Blue markers
represent level 2 scans that were not identified as peptides or peptides with a p-value lower than
0.5. All other markers represent peptide identifications and corresponding p-values. Note that the
program was setup to ignore all peptide identifications with a p-value below 0.5. This is reflected
in the range of the color scale for the p-value.

This representation of the data can be used to evaluate the chromatographic separation of the peptides. It also gives hints about the quality of the sample preparation as well as the presence and absence of various forms of contaminants. Comparison of several such 2-dimensional images can be utilized to compare the performance of the system before and after a change in one of the components.
Pep3D can integrate information about level 2 scans and identified peptides into
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the 2-dimensional raw data image. It visualizes m/z ratio and retention time of
all level 2 scans by placing a marker at the corresponding location in the image.
If the level 2 scan led to identification of a peptide and a p-value for the correctness of the identification has been computed, the p-value is encoded in the color
of the marker. This method enables the user to get a quick overview over the
ratio of level 2 scans to peptide identifications as well as the overall quality of
peptide identifications. The markers in the Pep3D visualization are linked to the
corresponding CID spectra and peptide sequences if applicable.
Vendors of mass spectrometry instruments commonly deliver their devices with
proprietary software packages that can only be used to evaluate the performance
of very specific aspects of LC-MS/MS experiments. For instance, it is possible
to inspect mass and chromatographic peak resolution or the quality of individual
CID spectra, but an overview of many parameters within an integrated view such
as provided by Pep3D are usually not possible.

2.4.6

High-level Analysis

The goals of proteomic studies often go beyond the mere identification and quantification of proteins. Typically, protein data obtained from high-throughput analyses is used for protein/protein network reconstruction, characterization of protein
complexes or study of signaling and metabolic pathways (Nesvizhskii and Aebersold 2004).
Cytoscape (Shannon et al. 2003) is a software package that supports integration
of expression data and additional molecular states with interaction networks. Interaction networks can for instance be created from protein/protein, protein/DNA
or genetic interactions. A large set of plug-ins is available, which facilitates many
common approaches to analysis of high-throughput data.
Other tools such as Mayday (Dietzsch et al. 2006) can be used to perform clustering of protein expression profiles, exploration and visualization of protein expression data. Integration of related microarray expression data is possible as well and
is facilitated through the meta information framework of Mayday.

2.5

Data and File Formats

Spectral data produced by mass spectrometers is usually stored in proprietary file
formats that can only be used with vendor-specific software tools. This is a very
undesirable situation for research institutions that are developing new tools for

28

Data and File Formats

mass spectrometry data analysis. In the last few years several groups have started
to develop standards and open file formats based on the extensible markup language (XML) to address the problems associated with proprietary data formats
such as data exchange and software interoperability.
While several XML-based data formats such as mzXML (Pedrioli et al. 2004),
mzData (Human Proteome Organisation 2006), pepXML (Keller et al. 2005), protXML (Keller et al. 2005) and analysisXML (Human Proteome Organisation 2006)
are being developed there are currently no widely adopted standards or agreements
about what data has to be saved and how. The community has not yet agreed on
a standard such as the Microarray Gene Expression Markup Language (MAGEML) (Spellman et al. 2002) for microarray data and a corresponding object model,
which still complicates software development in this field.

2.5.1

Raw Level Data

mzXML and mzData are two open file formats that have been developed for raw
level data. “Open” means that the corresponding XML schemata are available
compared to proprietary file formats that are often in binary format and without
any description of the file structure.
In the case of mzXML and mzData “raw data” refers to peak and spectrum information of a mass spectrometric analysis. In both cases peak lists in spectra are
encoded in base64 (Borenstein and Freed 1992), which significantly reduces file
size. However, this requires decoding for further processing, which is an additional computational effort that is reflected in the time is takes to load an mzXML
or mzData file.
The size of raw data files in XML-based formats is significantly larger than files
in a binary format. Even though encoding of peak lists in base64 reduces file size
it is rather common to have files of about 1 GB in size. This makes data handling
very challenging. In order to allow random access to mzXML files a special index
is created after the file has been written. The index in mzXML files stores the byte
position of scans within the file. Specialized parsers can use the index to access
scans directly instead of parsing the whole file sequentially (Pedrioli et al. 2004).
Appendix C shows an excerpt from an mzXML file with a level 1 and a corresponding level 2 scan including encoded peak lists and additional information
such as retention time, base peak intensity and base peak m/z.
Converters have been written to create mzXML files from the proprietary files
of mass spectrometry instrument vendors. Recently the some vendors started to
integrate native support for both mzXML and mzData into their software, which
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eliminates the need for converters. However, since most search engines such as
Sequest and Mascot require mass spectra in a certain input format converters are
still required to convert mzXML and mzData into those tertiary formats. X! Tandem can read mzXML and mzData directly (The Global Proteome Machine Organization 2005).
Both mzXML and mzData store additional information, for instance about the
mass spectrometry instrument, the instrument operator and software used to create
the data, both for control of the instrument and conversion of the files. In mzXML
a list of source files is stored as well.
Some of the tools described in Section 2.4 can read mzXML directly. For instance
Pep3D has been modifed to read mzXML. Other tools, such as the mass spectrum
visualizer InsilicosViewer by Insilicos LLC (Seattle, WA, USA) reads mzXML
and mzData files as well. The MS level 1 data viewer msInspect (Bellew et al.
2006) also reads mzXML files.

2.5.2

Peptide Level Data

The only XML-based file format currently on the peptide level in use is pepXML.
Another file format that will be used to store similar information is analysisXML,
which is still in the conceptual phase and not yet available (Human Proteome Organisation 2006). Information that is being stored on the peptide level are peptide
identifications and quantifications as well as information about the validity of the
peptide to spectrum assignments. Since different search engines may yield different identifications it is sometimes desired to store results for more than one search
on a set of spectra.
Files in pepXML format may contain the results of one or more database searches,
quantitation results from any of tools described in Section 2.4 and validation results from PeptideProphet or other tools. Since the tools in the data processing
pipeline produce output that doesn’t follow a standard format the pepXML schema
definition contains wildcard elements that can be used to store XML code according to an additional schema provided by the developer of an analytical tool (Keller
et al. 2005). This makes the file format very flexible, however, it also demands
that the tools reading information from pepXML can handle such wildcard elements properly. The developers of pepXML defined special XML data structures
for several of the tools described in Section 2.4 that can be readily employed to
store results in the wildcard elements of pepXML.
Peptide identifications in pepXML reference the corresponding spectra in the raw
data file using a spectrum name that is composed of several pieces of information
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that can be used to identify the corresponding scans in the raw data file.
The size of pepXML files is by far smaller than the raw data files but for high resolution mass spectrometer runs the files can still be over 50 MB in size. Since no
index is provided for entries in pepXML files they have to be loaded into memory
to make the information quickly accessible for processing and inspection.
Since peptide identifications might be performed on raw data obtained from several mass spectrometer runs, pepXML was designed to handle such cases by storing information for each run separately within the same file. It is often the case
that one pepXML file contains peptide identifications based on 10 or more raw
level data files.
Tools that are using pepXML as input or output format are PeptideProphet,
which reads and writes pepXML, ASAPRatio, XPRESS and Libra, which write
pepXML wildcard elements, as well as ProteinProphet, which reads pepXML.
Most search engines produce output that has to be converted to pepXML.

2.5.3

Protein Level Data

There is currently only one protein level file format, which is protXML. The previously mentioned analysisXML format will also be used to store protein level
information once it is available.
Data being stored on the protein level are protein identifications, quantitations
and validations. In addition, protein grouping information is stored that represents
groups of indistinguishable proteins as discussed in Section 2.4.3. As the situation
in terms of output produced by analytical tools is similar to the peptide level,
protXML also contains wildcard elements that are used to store information in a
format that can be defined by the analytical tool.
Protein identifications in protXML refer to the corresponding peptide identifications only by sequence and assumed charge state of the spectrum that led to the
peptide identification. This is unfortunate, because if it is necessary to map back
to information in a pepXML file a considerable number of sequence comparisons
is required to identify the corresponding identifications of the peptide level.
The number of proteins identified in an experiment varies greatly from dataset to
dataset but in general protXML files are not larger than 5 MB.
ProteinProphet writes its output directly in the protXML format, as do ASAPRatio, XPRESS and Libra if they are used for protein identification.
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The software tools described in Section 2.4 fulfill a wide-range of tasks and as a
whole form a complete data processing pipeline for proteomics mass spectrometry
data.
Each tool in the pipeline represents a more or less independent entity that is connected to the pipeline by reading input files produced from the software in the
preceding step and by writing output files for the succeeding step. Pep3D is one
of the few exceptions as it combines raw data level and peptide level information.
However, no tools exist that integrate all data produced by a pipeline such as the
Trans-Proteomic Pipeline within a single application. In order to navigate the output the user has to look up information at several locations without support from
software tools.
Previously efforts have be made to connect the information at least partially
through a web-based tool called INTERACT (Han et al. 2001). However, it is
for instance not possible to go directly from an identified protein to the corresponding CID spectra on the raw data level or to highlight these spectra in a view
such as provided by Pep3D. This lack of full vertical integration from the raw
data level up to the protein level is one of the major shortcomings of the current
software tools that limits the efficiency of data exploration and analysis.
Another problem is the lack of connectivity from the data processing pipeline
to higher level analysis tools such as Cytoscape. Such horizontal integration of
proteomics data with other data types is an essential aspect of the systems biology approach and currently has to be done manually, which contradicts the highthroughput techniques applied to generate the data. Since there are no tools either
that allow the user to integrate protein or peptide level information across several
analyses, i.e. several time points of a time series experiment, horizontal integration would actually be of limited value. The lack of such functionality integrated
into an application has led to solutions that are not transparent and hard to reproduce, such as a data analysis using several spreadsheets that have to be maintained
in addition to the actual mass spectrometry data.
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Chapter 3
Design of a Data Analysis
Workbench
Currently no software application supports both low- and high-level analysis of
proteomics mass spectrometry data in an integrated environment. Large amounts
of data have to be handled manually without software assistance, which is a slow
and inefficient process that is not transparent and in stark contrast to the automated
high-throughput technologies used to generate the data.

3.1

Requirements

Several major challenges have to be overcome to create a general application that
can be used for efficient integration, exploration and analysis of complex proteomics mass spectrometry data sets.
Size of Data Sets Proteomics mass spectrometry produces vast amounts of
data. The data files for a single experiment may comprise several gigabytes and a
whole project can easily pass the 30 GB mark. It is obvious that it is impossible
and will be impossible for years to come to load files of this size into memory
on a standard desktop computer. Often it is even problematic to store all data
on a local hard disk. Applications that offer interactive exploration of such data
sets need to be able to load data on demand and under certain circumstances also
from non-local, distributed sources. Such flexibility requires careful design of the
data management back-end and strict separation of the core software from data
sources.
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Data Dimensionality and Hierarchy Data from proteomics mass spectrometry experiments is highly dimensional and forms a complex hierarchy. There are
several layers of data, each with its own set of dimensions. The layers are represented by the different levels of data, namely raw, peptide and protein data. While
raw data is intrinsically three dimensional (m/z ratio, retention time and intensity), peptide and protein level data derived from it has a multitude of dimensions
that can be grouped into the following categories: (1) samples, (2) data sets and
(3) data types. Each protein or peptide can be measured across a series of conditions, each represented by a sample, e.g. taken at a different time point. There
might be multiple data sets, each comprising such a series of conditions but for
instance taken from different individuals. In a comprehensive systems approach
there might be measurements of other biologically relevant parameters, e.g. at
the transcript level or protein/protein interactions. Such measurements might be
directly correlated with proteins but will be represented by different data types.
The layers of data described at the beginning of this paragraph can be seen as an
additional dimension, e.g. if one considers the peptide information that led to the
identification of a protein as another data type such as transcript level data.
Software that is capable of handling such multi-dimensional data sets has to provide the user with an environment that both enables data organization as well as
data exploration taking into account the dimensionality of the data. Figure 3.1
illustrates the complex dimensionality of the data the software has to be capable
of handling.

Heterogeneity of Data and Analytical Tools The heterogeneous nature of
the proteomics mass spectrometry data is evident in the hierarchy of analysis levels. Raw data, peptide and protein level analysis each produce distinct types of
data with different semantics. Furthermore, each of these types of data can be annotated with data from various sources. Proteins can be annotated with sequence
or structural information, as well as information about their role in biochemical
pathways, diseases or their intracellular location. Peptides can be annotated with
information about which proteins that they are contained in or with statistics about
their sequence, modifications and so on. All these annotations are represented by
different data types and come from highly diverse sources such as files on the local
hard disk, databases or websites.
To integrate these data types sophisticated data structures are required that can be
employed to model the complex relationships between the different entities. They
also must be flexible enough to be adaptable to future analytical tools.
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Figure 3.1: Hierarchy and dimensions of proteomics mass spectrometry data. Here three key
dimensions are shown: layers of data at the single sample level, multi sample level and multi data
set level.

Spectrum of Research Areas and Extensions Many researchers in the
field of proteomics mass spectrometry are merely interested in the result of highlevel data analyses. However, there is a significant number of labs and research
groups working on the development of new and improved mass spectrometric
technologies for proteomics. A general software application should support both
ends of the spectrum and provide a flexible interface for extension on a levels.
It must be possible to integrate new algorithms for both high-level and low-level
analysis of the data, i.e. protein and peptide level analysis versus raw data level
analysis. Further, there must be facilities that enable the extension of the software
with visualization tools that enable the user to explore the data produced by such
new algorithms. Ideally there are tools that enable the user to employ existing
visualizations or algorithms to interpret the new data structures as well.
The challenges described above have been addressed in the design and implementation of Prequips1 , an extensible software environment for integration, exploration and analysis of proteomics mass spectrometry data.
1 The

name “Prequips” is derived from “protein spikes”.
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A major concern during the design phase of Prequips was to address vertical and
horizontal integration of proteomics mass spectrometry data. As discussed in Section 2.6, this is currently the biggest shortcoming of existing software tools.
Full vertical integration refers to the integration of the different levels of data
resulting from analysis of one or more samples so that it is possible to navigate
from the raw data at the bottom of that hierarchy to the protein data at the top
without manual intervention.
Horizontal integration describes the integration of proteomics data with other data
types that are relevant to the analysis such as microarray data or protein interaction
information.

3.2

Platform

As a matter of fact research institutions in biology and computer science are usually equipped with a wide range of different hardware and software platforms.
Such heterogeneous environments demand that software, which is to be used by
both computer savvy as well as unexperienced users can be installed on any platform with little or no hassle. Also, the software must be both easy to learn and
intuitive to apply. To address these issues Prequips is implemented in the Java programming language. Java supports many different operating systems, including
the most common platforms Microsoft Windows, UNIX/Linux and Apple MacOS.
Prequips is based on the Eclipse Rich Client Platform (RCP) (Eclipse Foundation, Ottawa, ON, Canada). The Eclipse RCP uses a component-based model on
top of which a wide range of frameworks have been implemented. Those frameworks provide the developer with the necessary infrastructure to build extensible
applications with error handling, network update and help support. Eclipse RCP
applications are a set of plug-ins that run within a special component called Runtime in the Eclipse RCP.
Loose coupling of components that only make few assumptions about each other
is an ideal basis for applications in rapidly changing research environments. A
key framework that is used by the Eclipse RCP to achieve this loose coupling
is the OSGi2 Alliance Service Platform. This platform provides the component
model used by the Eclipse RCP to define, manage and execute plug-ins. The
2 “OSGi”

is no longer an acronym but “an abstract attribute label (modifier) for objects associated with the organization known as ’the OSGi Alliance”’ (http://www.osgi.org/about/faqs.asp).
Previously “OSGi” stood for “Open Services Gateway Initiative”.
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Eclipse RCP uses the Equinox implementation (http://www.eclipse.org/equinox)
of the OSGi platform. Other implementations such as Oscar (Oscar Project 2005)
and Knopflerfish (Knopflerfish Project 2005) are available as well, but the fact
that the Equinox implementation is available as an Eclipse RCP component with
a similar coverage is a strong argument against other implementations.
The advantage of using the OSGi framework instead of implementing a plug-in
framework from scratch is the great flexibility that is readily available through this
framework. The developer can define and implement plug-in interfaces within the
plug-ins that are being developed. Since plug-ins can define their own plug-in interfaces there is virtually no limit to the extensions that can be added to the Eclipse
RCP. In the context of Eclipse plug-in interfaces are called extension points and
the classes implementing those extension points are referred to as extensions.
Another key component of the Eclipse RCP is the graphical user interface
(GUI) build on top of the Standard Widget Toolkit (SWT) and the JFace library.
SWT/JFace were chosen over Sun’s Swing toolkit since the Eclipse RCP offers
better support and tighter integration of the former.3 SWT has an advanced 2D
graphics application programming interface (API) with features very similar to
Sun’s Java 2D API. It can be extended with the Java 3D API and OpenGL that
both support interactive 3D graphics.

3.3

Project Management

Proteomics mass spectrometry data and results from subsequent data analyses are
very complex as illustrated in Figure 3.1. However, the data produced by many
analytical tools does not reflect the high degree of relationship between the different data types. For instance, the Trans-Proteomic Pipeline (Keller et al. 2005)
produces at least two XML files containing information relevant for subsequent
visualization and analysis in addition to the raw data input file. However, it is up
to the user to keep track of the relationships between the files.
To overcome this issue Prequips provides a project management module that enables the user to define the relationship between sets of data objects. Such data
objects will in most cases be located in files on the local file system but Pre3 Both options offer very similar functionality but represent fundamentally different GUI design

philosophies. SWT/JFace build on top of the operating systems native widgets (buttons, menus, list
boxes, etc.). Due to this SWT/JFace have a look and feel that corresponds to native applications.
Swing uses its own set of widgets, which causes Swing applications to look and behave the same
across different operating system platforms.
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quips is at least theoretically able to handle data from other sources as well. Such
sources could be databases or files located on servers in a local or global network.
This is possible through complete separation of the software from the data sources
through so-called data providers. Details of this approach are described in Section
3.5.2.
The project management module of Prequips was designed to be able to represent
data at all levels within the hierarchy shown in Figure 3.1. The single sample level
represents the output of a single run of the data processing pipeline.
One of the requirements for Prequips was that each sub-level (raw data, peptide,
protein) should be independent of the others so that specific aspects of the data
could be examined without having to bother with the full data set. In order to
achieve this, the single sample level hierarchy shown in Figure 3.1 was flattened
and transformed into a representation where raw data, peptide and protein level are
on the same organizational level. This is shown in in Figure 3.2, which illustrates
the hierarchical data organization in Prequips.

Figure 3.2: Organization of projects and analyses in Prequips. It is important to point out that
raw data, peptide and protein level analyses are situated on the same organizational level. Single
sample analyses can be part of multi sample analyses or projects. There is no theoretical limit on
the number of projects and analyses.

3.3.1

Level Analyses

Level analyses represent data obtained from the raw data, peptide and protein level
of the data processing pipeline illustrated in Figure 2.8.
A raw data level analysis is the organizational data structure at the bottom of the
hierarchy. A raw data level analysis represents a single MS or MS/MS run.
Peptide level analyses are derived from one or more raw data level analyses. However, since one of the major design aspects of Prequips is to allow analysis of data
from any stage of the data processing pipeline independently, peptide and raw data
level analyses are at the same level of the organizational hierarchy.
Each peptide level analysis corresponds to exactly one protein level analysis. Even
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though a protein level analysis is based on a peptide level analysis the two stand
next to each other in the organizational hierarchy, following the same concept as
peptide and raw data level analyses.

3.3.2

Single Sample Analysis

A single sample analysis represents the complete set of data structures and analysis results obtained from one run of the data processing pipeline. This set comprises one or more raw data level analyses, one peptide level analysis and one
protein level analysis.
There is no fixed order in which level analyses have to be added to the single
sample analysis. It is not necessary either to add analyses of all levels in order to
work with data from a particular level.

3.3.3

Multi Sample Analysis

One or more single sample analyses constitute a multi sample analysis. A multi
sample analysis is an organizational structure that relates a set of data processing
pipeline runs to each other.
Multi sample analyses thus can represent several scenarios. For instance, each
single sample analysis can be thought of as one of multiple conditions such as a
time point in a time series experiment. Alternatively, each single sample analysis
could represent one of a set of replicates that is to be compared to other replicates.

3.3.4

Project

The top-level organizational structure within Prequips is a project. A project in
Prequips is considered a representation of a “real life” project and should be
treated as such. A project consists of one or more multi sample analyses and
also single sample analyses in some cases.
Prequips is equipped with a project manager that enables the user to create
projects or open existing project for analysis. Occasionally the user might want to
compare data from different projects, thus it is possible to have multiple projects
loaded into the software (“opened”) at the same time. Projects that are not in use
(“closed”) are still listed the project manager but they don’t occupy any resources
of Prequips.
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3.4

Core Data Structures

Prequips provides a comprehensive set of core data structures that model data and
data analysis results at all stages of the data processing pipeline. The set of core
data structures also includes data structures representing objects used for higher
data level analyses at the multi sample level.
While open file formats such as mzXML, mzData, pepXML and protXML define
an object model, at least to a certain limit, an independent core object model has
been developed for Prequips that is more generalized and also more flexible towards future extensions. Where specialization is required the meta information
facilities of Prequips (described in detail in Section 3.5) provide sufficient capabilities to add new data structures. This approach is necessary to accommodate
the wide range of possible data structures resulting from different analytical tools,
which is also reflected by the wildcard elements in pepXML and protXML as
described in Section 2.5.

3.4.1

Data Structures for Raw Data Level Analyses

The raw data level structures are modeled closely after the mzXML schema and
object model described by Pedrioli et al. (2004). Figure 3.3 gives an overview of
the model.

Figure 3.3: Core data structures on the raw data level in the context of core data structures on the
other analysis levels.

The most basic data structure in Prequips is a peak. A peak has two key attributes:
an intensity and a m/z ratio. In addition to that it has a reference to a scan. A scan
is a list of peaks and represents a mass spectrum in Prequips4 . Besides peak m/z
4 In

the remainder of this document “scan” and “spectrum” are used interchangeably if not
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ratios and intensities a scan also stores retention time for all peaks.
On top of that there are some additional properties of a mass spectrum that are
stored for faster processing of the data. Such properties are intensity and m/z
ratio of the base peak, a reference to the precursor scan and its m/z ratio in the
case of level 2 scans or a list of references to level 2 scans if the scan is a level 1
scan. Some physical properties of the recorded spectrum are stored as well. For
instance the polarity and the total ion current caused by the ions. For level 2 scans
the collision energy is recorded as well.
The final key data structure and the topmost in the hierarchy on the raw data level
is a run. At its core a run is a list of scans recorded while the sample elutes from
the LC-system into the mass spectrometer.
A run is associated with summary information about the mass spectrometer the
data was recorded on, the software used to process it and other information that
might be of interested to the user.

3.4.2

Data Structures for Peptide Level Analyses

The peptide level data structures are by far the most extensive subset of core data
structures in Prequips. This is due to the enormous complexity of the peptide identification and verification process. The pepXML file format described by Keller
et al. (2005) forms the basis of the peptide level data structures in Prequips. Figure
3.4 gives an overview of the peptide level core data structures.

Figure 3.4: Core data structures on the peptide level in the context of core data structures on the
other analysis levels.

As described in Section 3.3.1 and shown in Figure 3.1 a peptide level analysis
is derived from one or more raw data level analyses. Run data structures at the
noted otherwise.
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top of the hierarchy on the raw data level thus have a counterpart on the peptide
level. Those so-called run summaries store information about database search engines used during the peptide identification process and contain a list of spectrum
queries.
Peptide identifications are based on mass spectra, however, a single mass spectrum
may yield a whole set of peptide predictions. This is reflected by the spectrum
query data structure, which represents the results of a search of a mass spectrum5
against a database using one or more search engines.
A spectrum query data structure contains a search result object for each search
engine used. Each search result consists of a list of search hits. A search hit has
several attributes, the most important are a peptide and a set of parameters that the
describe how well the reported peptide fits the queried mass spectrum.
The peptide data structure is the central element at the peptide level since peptides
form the basis of all subsequent protein identifications. Peptide data objects include a sequence object, which itself is a list of amino acid objects. In addition
to this some properties of the peptide sequence are stored, such as the isoelectric
point pI, the neutral mass, the charge state of the ion that led to the prediction and
information about amino acid modifications in the sequence.
Since sequences in general and amino acid sequences in particular play an important role in analysis of mass spectra, special attention was paid to their representation in Prequips. A generic representation of sequences exists that can be used
to model either amino acid or nucleotide sequences. The individual sequence
elements can be either default amino acids or nucleotides or modified forms of
these. This approach is very powerful since it can be extended to include very
detailed information about amino modifications and yet never separates sequence
from modification information.

3.4.3

Data Structures for Protein Level Analyses

The core data structures at the protein level consist of proteins and protein summaries. A protein summaries is a list of protein objects and represents the set of
all proteins identified from the corresponding peptide identifications.
Protein objects include a unique identifier such as an International Protein Index
(IPI) number (Kersey et al. 2004). In addition to that, each protein keeps a list
of references to the peptides that lead to its identification. Statistics such the
5 Theoretically

a list of mass spectra could be combined into a single mass spectrum, however,
this feature is not being used at the moment.
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percentage of the protein’s sequence covered by supporting peptides and the total
number of indistinguishable proteins predicted from the same set of peptides are
stored as well.

Figure 3.5: Core data structures on the protein level in the context of core data structures on the
other analysis levels.

3.4.4

Data Structures at the Multi Sample Level

Information from several single sample analyses can be integrated at the multi
sample level. Usually the information being integrated refers to identified proteins
or peptides. Quantitation or validation information for each of those instances at
the single sample level can be combined into tables that represent this information
across several conditions. A multi sample analysis table is the data structure is
used to integrate information about objects from the single sample level. Such
tables are defined by a list of table elements and a list of conditions.
A condition usually represents a particular single sample analysis and includes
annotation information about the analysis, such as a name that is used to refer to
it on the multi sample level. Information about whether the analysis represents
a control, i.e. baseline or reference condition, is stored as well. Conditions of a
table can be reordered by the user for presentation purposes. See Figure 3.6 for
an illustration of the relationship between analyses and conditions.
Table elements are representations of identified proteins or peptides. It is important to understand that table elements do not represent the corresponding data
structures at the protein or peptide level. A table element includes a list of table
element entries that can be thought of as the cells of the table. Other than table
elements, table element entries correspond to protein or peptide data structures in
Prequips. They contain a value and in addition to that they keep a reference to
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a condition, i.e. a column of the table and a reference to the data structure they
represent.
The key property of a table element entry is its value. The value is obtained from
the referenced protein or peptide data structure and can be any quantitation or
validation value associated with that data structure. This generalized approach
allows the user to create a multitude of different tables containing information
from any tool used in the data processing pipeline. It is also possible to create
heterogeneous tables containing information from different categories (validation,
quantitation, etc.).
Figure 3.6 illustrates the relationship between table elements, table element entries, protein representations in Prequips and actual biological proteins.

Figure 3.6: Relationship between table elements, table element entries, protein representations
and actual biological proteins. While proteins and table element data structures are both representations of biological proteins, table element entries are representations of protein data structures. “Analysis” represents a single sample analysis. The dashed line between “Analysis” and
“Protein” indicates that the connection is indirect, yet unambiguous. Protein illustration from
http://www.rcsb.org/pdb.
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Mapping between Core Data Structures

Single Sample Level
Data structures at a given level of a single sample analysis are independent of
those at other levels. This is necessary in order to be able to analyze and explore
data from a particular stage of the data processing pipeline without having to load
data from the other stages.
However, in order to provide the user with the ability to navigate and explore the
data set efficiently it is necessary to map data structures from the protein, peptide
and raw data level to each other as soon as they are loaded.
In Section 3.4 the core data structures were introduced as forming a hierarchy on
all three levels, which is also illustrated in Figures 3.3, 3.4 and 3.5. Each level has
at least one core data structure that can be referenced by core data structures on
the respective other levels. This is due to the data processing applied to the raw
mass spectrometry data (see Figure 2.8).
Two mappings from peptide level to raw data level have been implemented. The
first mapping is a bijection that maps peptide level run summary data structures
to raw data level runs. The second mapping maps every spectrum query data
structure to one or more scan data structures. Figure 3.7 illustrates the mapping
between the data structures.
The second mapping may contain ambiguities for two reasons: (1) since the
charge state of a scan (i.e. spectrum) is unknown multiple spectrum queries can
be made for multiple assumed charge states6 and (2) one spectrum query theoretically could be a combination of a series of consecutive spectra. Not all scans have
a corresponding spectrum query.
Users will often ask the question of which peptides correspond to which scans.
As described in Section 3.4.2 a peptide data structure is contained in exactly one
search hit, which in turn contains exactly one peptide data structure. However,
multiple search hits may exist for a search result, for instance the top 5 search hits
might have been saved instead of only the best search hit. In addition to that, there
might be several search results for a spectrum query, depending on how many
search engines have been used. This and the ambiguities described in the previous
paragraph give rise to a many-to-many relationship between scans and peptides.
Prequips was designed and implemented to handle this complex relationship by
(1) providing a corresponding data model and (2) by providing views of the data
6 In

most cases charge state +2 and +3 are assumed and used to determine the assumed mass of
the ion.
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model that allow the user to explore the various connections between scans and
peptides. This is described in depth in Section 3.6.1.
The peptide to protein level mapping maps from peptide data structures to protein
data structures. A peptide can be mapped to zero or more proteins and one protein
can be mapped to one or more peptides. Figure 3.7 illustrates the mapping between the peptide and protein data structures. Due to the large number of peptide
sequences that have to be mapped between the list of proteins and the list of peptides a peptide registry is created once peptide and protein level information have
been loaded. The peptide registry can be searched for a given peptide sequence in
O(log(n)) time and returns the corresponding peptide objects.
Peptide level information plays a crucial role in all mapping operations. Without
it no mapping can be performed at all. In particular it is not possible to map from
scans to proteins and vice versa without peptide level information and it is not
possible to identify the scans that lead to identification of a certain protein. This
is because raw data level and protein level are connected only indirectly through
peptide level information. This is also illustrated in Figure 3.7.
Prequips performs mapping operations automatically when the user loads raw,
peptide or protein level data and adds the corresponding level analysis to a single
sample analysis. Prequips first checks if a peptide level analysis exists. If this
is not the case the process ends. If peptide level information is found raw data
or protein level data structures are mapped to their corresponding counterparts on
the peptide level. The order in which protein or raw data level data structures are
mapped to peptide level data structures is irrelevant.

Figure 3.7: Mapping of relevant core data structures. Dashed lines indicate mapping, number
indicate cardinality. Peptide and sequence information of the protein level is used only if no
peptide level information is available and to map to the corresponding data structures on that level.
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Multi Sample Level
Mapping protein or peptide data structures to table elements of a multi sample
analysis table is a mapping process across two or more single sample analyses.
As described in Section 3.4.4 table elements and protein or peptide data structures
all refer to a biological entity. In order to create a table element an identifier has to
be defined that is used to find all protein or peptide objects representing the same
biological entity. The same identifier will be used as an identifier for the table
element. Identifiers can for instance be peptide sequences or IPI identifiers.
Quantification or validation values of the protein or peptide objects mapped to the
table element will be used to create table element entries associated with the conditions representing the single sample analyses from which the protein or peptide
originated. If a protein or peptide is not identified or quantified in every sample
the table element will be missing the table element entry for the corresponding
condition. This constitutes a missing value in the multi sample analysis table.

3.5

General Data Model for Core Data Structures and Meta Information

The introduction of this chapter discussed data heterogeneity as one of the major
challenges for an application that integrates proteomics mass spectrometry data
and data analysis results. Section 3.4 introduced a considerable number of data
structures and their relationships. Each level of data processing from the raw data
to the protein level has its own hierarchy of data structures. Virtually every element in these hierarchies may be annotated with additional information about that
element. Such information is called meta information in the context of Prequips
and plays a key role, as it is the central mechanism to extend the rather general
data model introduced in Section 3.4 with specialized information.
For instance, quantitation information about proteins and peptides is created from
several tools such as Libra, XPRESS or ASAPRatio. Since these tools use fundamentally different techniques to determine the amount of protein or peptide
contained in a sample, the output of the tools varies considerably. A simple example is the p-value that is produced by ASAPRatio but not by Libra or XPRESS. To
exhaustively represent the output of each of those tools specialized data structures
are required.
Specialized meta information data structures and core data structures share a many
properties. Both are assigned to a parent or base element, which they describe
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more closely. For instance, a peptide is part of the description of a search hit, while
the probability for the correctness of a peptide assignment describes a peptide in
more detail. An exception from this rule are data structures at the top of the
hierarchies, like runs, run summaries and protein summaries, that usually don’t
have a base element.
Another shared property of core data structures and meta information data structures is that they both are created by a particular module of Prequips. Such modules could simply create the data structures based on information read from a file
but might as well derive the information from existing data structures.
Several scenarios can be thought of that require meta information data structures
to be annotated with meta information themselves. For instance, if a protein is
annotated with a meta information data structure representing the actual protein
amino acid sequence, one could apply algorithms to that sequence that identify
protein domains or other motifs. The result of such algorithms would be stored
as meta information associated with the sequence, rather than with the protein
itself. This is particularly relevant if multiple splice variants of a protein are taken
into account, which means that the protein might have more than one amino acid
sequence associated with it.
The considerations set forth in the previous paragraphs led to the design and
implementation of a generalized data model for both core and meta information data structures that constitute analyses in Prequips. The central data structure is an AnalysisElement7 that is associated with an Analysis, an
AnalysisElementProvider and a set of MiElementGroups. It also
refers to another instance of AnalysisElement as its base element. The Unified Modeling Language (UML) class diagram in Figure 3.8 shows the key data
structures of the general data model and their relationships8 .
MiElementGroups associate a non-empty set A of AnalysisElements with
another non-empty set B of AnalysisElements. The AnalysisElements
in set A represent the base elements for the AnalysisElements in set B. The
7 The

term “element” was chosen over the more general term “object” since it conveys the
constituent aspect of the data structures better, which are always part of a hierarchy.
8 Previous parts of this text as well as the remainder refer to data structures and their relationships in a less formal language for the sake of comprehensibility. Data models are presented using
abstract entities corresponding to the actual data structures instead of complex object-oriented
models that go far beyond what is necessary to understand how Prequips works. However, since
the general data model for core data structures and meta information elements is fundamental to
key features of the software, such as flexible integration of heterogeneous data types, this section
requires some additional depth.
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Figure 3.8: The AnalysisElement data structure is associated with an Analysis, an
AnalysisElementProvider and a set of MiElementGroups. It refers also to another
instance of AnalysisElement as its base element. Remark on the notation: Lines between
classes indicate associations, numbers indicate cardinality.

AnalysisElements in set B are referred to as meta information elements associated with the AnalysisElements in set A. Meta information associated
with a particular AnalysisElement a ∈ A can be obtained through lookup of
object a in MiElementGroups associated with it.
From another perspective a MiElementGroup can be seen as an access point
to a set of semantically related AnalysisElements. MiElementGroups are
assigned to a particular analysis and managed on the project level.
Figure 3.9 shows an example of how the general data model is used to implement the peptide and protein core data structures described in Section
3.4.2. All other data structures described in Section 3.4 are derived from the
AnalysisElement data structure as well.
It has been mentioned earlier that both meta information elements and core data
structures are derived from the same basic data structureAnalysisElement.
There are no intermediate interfaces that are being implemented by either type of
data structure. The only difference between core data structures and meta information elements is that core data structures are implemented to know about each
other. This makes direct associations between core data structures possible, as
demonstrated in Figure 3.9. Meta information element data structures are not part
of the core software but contributed through plug-ins.
Meta information elements can be considered to be additional attributes of core
data structures. It is possible to sort, search, or filter core data structures based on
the meta information elements associated with them.

3.5.1

Meta Information Handling

The plug-in interface (in the Java sense) for meta information elements is
AnalysisElement itself. Consequently the general data model can be im-
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Figure 3.9: The UML class diagram shows how the Peptide and Protein core data structures
are implemented based on the general data model. The direct association between Peptide
and Protein is a trademark of core data structures, which is usually not possible between noncore data structures. MiElementGroups are left out of the diagram for clarity. Remark on the
notation: Lines with arrowheads between classes indicate inheritance, lines without arrowheads
indicate an association. Numbers indicate cardinality.

plemented and extended through plug-ins. For instance, a plug-in that computes
statistics on peptide sequences may provide new meta information element data
types that store the computed statistics. Another example are results from Libra
quantitations that comprise an abundance ratio as well as an error value for each
of the four possible channels, i.e. a total of eight values.
The concept of supporting novel data structures as plug-ins makes Prequips extremely flexible. However, in order to deal with this highly generalized data model
several supporting software modules are required. Three key tasks have been
identified: (1) loading of meta information for various sources, (2) mapping meta
information elements from one core data structure to another and (3) conversion
of meta information elements from one data type to another.
Mapping and converting of meta information elements9 allow existing software
modules to be reused with novel types of information. For instance, assume that a
peptide sequence viewer has been written for Prequips that is capable of integrat9 Mapping and converting of meta information elements always takes place on the level of meta

information element groups created by meta information element providers. It is not possible to
convert or map individual meta information elements.
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ing a peptide abundance ratio into the visualization, e.g. by highlighting peptides
with large ratios. Abundance ratios would be represented by a floating point number associated with the peptide as a meta information element. Clearly there are
other types of information besides abundance ratios that are of interest to the user.
For example, peptide probabilities computed from tools such as PeptideProphet.
PeptideProphet computes the probability of the peptide but in addition to that is
also computes three probabilities that take into account the possible number of
tryptic termini of the peptide (0, 1 or 2). Thus the overall PeptideProphet result
is a set of four probabilities, i.e. a set of four floating point numbers. In order to
extract the actual peptide probability from this set of floating point numbers a converter is required that creates a new meta information element. This floating point
number can then be used in the peptide sequence viewer instead of the abundance
ratio.
In another scenario, assume that the peptide probability is to be used in the context
of the protein that was identified based on the given peptide (and others). In this
case the meta information element that is associated with the peptide has to be
mapped to the protein. A meta information element that is mapped from one core
data structure to another is called a borrowed meta information element.
It needs to be stressed that mapping of meta information elements requires both
the source and the target data structure to be known and how they are related.
This is for instance the case for all core data structures, whose relationship is
determined through the hierarchy that they are contained in.
Through concatenation of mapping and conversion operations it is possible to integrate information across the different levels of analysis, for instance to visualize
protein and spectral information in the same viewer. Figure 3.10 illustrates how
meta information element converters, mappers and providers are used to deal with
the generalized data model that makes Prequips so flexible.
A plug-in interface has been defined for meta information element mappers, converters and providers, which allows seamless integration of new kinds of information into the software even by third parties.

3.5.2

Data Providers

Earlier in this section it has been mentioned that both core data structures and meta
information elements are created by particular modules of Prequips. Such modules are called data providers and play a crucial role in achieving independence
from data sources and formats.
The field of proteomics mass spectrometry is quickly evolving. New tools are
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Figure 3.10: Interaction between core data structures, meta information elements and meta information providers, converters and mappers. Providers load data from a data source and associate it
with core data structures. Converters extract information from complex data structures or to simply convert the data type used to store information. Mappers transfer meta information elements
between core data structures.

being developed to analyze data, databases and repositories are being set up to
provide access to data sets and new protein chemistry methods for quantitation
are being developed. However, as discussed in Section 2.5, there are currently
no standards or general agreements on how to store data or on how to make it
accessible. This situation is reflected by the wildcard elements in the pepXML
and protXML schemata.
In order to make Prequips as broadly applicable as possible, data providers separate core data structures and meta information elements from the data sources.
Plug-in interfaces have been designed for both core data structure providers and
meta information element providers. Prequips can read any data format from any
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source (hard disk, internet, database, etc.) as long as a corresponding data provider
is available.
Data providers for core data structures can be implemented on either the raw data,
peptide or protein level. A core data structure provider will create a corresponding
analysis data structure, for example a raw data level analysis, and pass it on to
the project manager. Separation of core data structure providers with respect to
analysis level is necessary for two reasons: (1) Data is currently stored separately
for each level and (2) it must be possible to load data from a particular level of
interest independently of all others.
Meta information element data providers work on existing analyses, that means
before a meta information element provider can be used, core data structures must
have been created. Meta information element providers read information from a
data source and then map the information to core data structures. How the target
for a particular meta information element is identified depends on the target, for
example a peptide can be identified by its sequence or its spectrum query identifier.
A protein is usually identified by its default database identifier, such as an IPI
identifier.
The problem of potentially very large data sets is also addressed by data providers.
Figure 3.8 shows that every analysis element keeps a reference to the provider that
created it. Through this reference the analysis element is capable of accessing the
actual data source and load data on demand. For instance, scan data structures on
the raw data level contain a list of peaks. The number of peaks associated with
a single scan often exceeds 50,000. Given that there are usually several thousand scans, the total number of peaks quickly passes the 100 million mark. It’s
clearly impossible to load all this information into memory. Thus a raw data level
provider can be implemented so that it loads actual peak information only when
the user actually wants to see the corresponding spectrum. A meta information
provider for protein sequences would have to be implemented following the same
pattern due to the size of protein sequence databases.

3.6

User Interface

The graphical user interface (GUI) of software applications that deal with large
and complex data sets is a crucial aspect in the design of the software. The GUI
must be adaptable to the user’s preferences of how to look at the data, yet consistent enough to not confuse the user. The former is particularly important to
address the broad spectrum of research that Prequips can be used for as discussed
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in Section 3.1: users that interested in high-level analyses integrating several data
types need to be addressed at the same time as users that are primarily interested
in analysis of the raw data.
Another key aspect of Prequips that is also reflected in the GUI is that many tasks
run concurrently. Concurrency is an important feature of software applications
that work with big data sets. In order to keep the GUI responsive potentially long
running tasks are run in parallel to the GUI. For instance, if large files are being
loaded, the user can send this task to the background and keep on working with
the software while the data is being loaded. For this purpose Prequips makes
extensive use of the Eclipse RCP Job API, which provides progress dialogs and
error logging facilities.

3.6.1

Data Visualization

Prequips implements the model-view-controller architecture (MVC) in order to
separate data viewers from the actual data model. The MVC architecture has
originally been developed to split an application or at least a part of an application,
like the GUI, into three distinct parts: handling of input (controller), processing of
data (model) and visualization of output (view)10 . In this architecture the model
doesn’t know the viewers that display its data. However, the view keeps track of
the model it observes and can react to changes of the model. The controller knows
both the model it controls and the view it is associated with.
Exploration of the data model described in Sections 3.3, 3.4 and 3.5 requires the
user to look at the data from different perspectives. The MVC architecture enables
the software to provide the user with a wide array of viewers on the data model.
Those viewers are used to either give an overview of the data at a given level, for
instance, one such view is a table that lists all proteins that have been identified.
Other viewers provide more in-depth information about individual proteins. The
GUI of Prequips enables the user to work with several such viewers on the same
screen, implementing the focus + context paradigm.
All viewers are linked to each other through a single shared list of selected objects. This selection provider - selection listener paradigm (Pandit 2005) is very
efficient as it enables diverse viewers to be connected without the need to design
and implement a sophisticated interface. The Eclipse RCP user interface provides
10 “View” is rather used to refer to the theoretical concept,

while “viewer” is mostly used to refer
to actual implementations or instance of “views”. However, both terms can be used interchangeably.
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a global selection listener registry and every viewer simply adds itself to this registry. Once added, the viewer will be notified if the selection within the GUI
changes. A callback function provides access to the new selection. If the selection contains objects from the data model that can be made visible in the viewer,
the viewer can obtain the corresponding object directly from the selection and
display it. If the selection doesn’t contain any objects that the viewer can handle
the selection will be ignored. For instance, assume that the user opened the tabular viewer that lists all identified proteins together with a few important attributes
of the proteins and an additional viewer that shows all attributes of an individual
protein, including the list of peptide sequences that led to its identification. If the
user selects an entry in the table, i.e. a protein data structure in the underlying
data model, the corresponding data structure will be shown in the “protein detail
viewer” as well.
Viewers in Prequips are currently implemented based on the default viewer plugin interface provided by the Eclipse RCP. The Eclipse RCP user interface enables
the user to open an arbitrary number of viewers to look at the data of the model,
which is one of the strengths of the MVC architecture. A wide array of viewers
has been implemented so far, including tabular viewers, tree viewers and various
graphical viewers. A selection of key viewers is described below. See Figure 3.11
for a screenshot of the Prequips workspace showing the viewers described below.

Peak Map Viewer The peak map viewer is an essential tool for quality control.
It is an implementation of the visualization provided by Pep3D as described in
Section 2.4.5 and shown in Figure 2.9. The viewer visualizes peak intensities in a
two-dimensional coordinate system in which the x-axis represents retention time
and the y-axis represents m/z ratio. The intensities of peaks from level 1 scans
are encoded into gray scale values and plotted at the corresponding coordinates.
Figure 3.11 shows a screenshot of Prequips with an instance of the peak map
viewer on the top right, a close up is shown in Figure 3.12
There are three major challenges that need to be addressed by such visualizations,
namely (1) the high resolution of the data, (2) the amount of data being visualized,
and (3) the enormous range of intensity values.
The resolution of the data is a lot higher than what can be visualized on a computer
screen, in particular along the m/z ratio axis. This problem is solved by binning
of peaks in both dimensions, which also solves the problem caused by irregularly
spaced recording of scans. Each bin only stores the sum of all peak intensities that
are assigned to the bin, which is also part of the solution to the second problem as it
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Figure 3.11: Selection of key viewers implemented in Prequips. On the left, from top to bottom:
project manager, tabular scan viewer and scan detail viewer. On the right, from top to bottom:
peak map viewer, base peak intensity chromatogram and spectrum viewer.
A CID scan marker has been selected in the peak map viewer, which is indicated by a yellow
box around the marker. The selected scan has been added to the global selection. Other viewers
listening to changes in the global selection reacted by displaying information about the selected
scan: the spectrum viewer shows the mass spectrum and the scan detail viewer on the bottom left
shows all properties of the scan. The scan also gets highlighted in the tabular viewer that lists all
loaded scans on the center left.
The time axis of the chromatogram on the center right matches the time axis of the peak map in
the figure. The correlation between peak map and chromatogram information is clearly visible.
Darker areas in the peak map are reflected by higher peaks in the chromatogram.

reduces the amount of data significantly. The other part of the solution is dynamic
loading of peak information for each level 1 scan. Peak intensities are temporarily
loaded and peak intensities are added to the corresponding bins. Eventually the
logarithm for the sum in each bin is computed. This partially solves problem
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Figure 3.12: Prequips peak map viewer. A CID scan marker has been selected in the viewer,
which is indicated by a yellow box around the marker.

three. The second part of the solution to problem three is the function that is used
to encode the logarithmized peak intensities of the bins into grayscale values.
Prequips uses a sigmoid function and allows the user to control the steepness
of the function. The steeper the function, the more pronounced high intensities
regions will appear11 . Since the peak map is mostly used for qualitative evaluation
of the data, this approach represents a sufficient solution.
In order to correlate peptide identifications with the raw data quality it is possible
to include markers in the visualization that correspond to the retention time and
m/z ratio of the base peak ions selected for CID and further mass analysis. As in
Pep3D, peptide probabilities can be encoded using a color gradient. Green stands
for a probability of 0, red for a probability of 1. Blue markers represent CID
11 This

is essentially the same as increasing the contrast of a black and white image.
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spectra for which no reasonable peptide sequence could be found.
The user can select CID scan markers by clicking on them with the mouse. This
adds the corresponding scan object to the shared global selection. This is demonstrated in the screenshot shown in Figure 3.11. The yellow box indicates that the
CID scan has been selected. It is also possible to select several CID markers at the
same time.
The peak map viewer supports several additional features that enable to user to
interact with the data. For instance, it is possible to zoom and to change the steepness of the grayscale gradient. It is also possible to freely select the information
used to encode the color of CID scan markers. The peak map is not restricted to
peptide probabilities.

Spectrum Viewer A mass spectrum is usually represented as a stick diagram
(see Figure 2.1). The x-axis represents m/z ratio and the y-axis represents ion
intensities.
The spectrum viewer currently implemented in Prequips provides basic functionality for evaluation of level 1 and level 2 spectra. The base peak is used to scale
all other peaks accordingly. The viewer can be resized and adjusted according to
the needs of the user.
As peak information is usually not loaded into memory the spectrum viewer loads
this information dynamically through the corresponding raw data provider. This
is performed in a separate task that can be run in the background. However, the
time required to load the list of peaks for an single spectrum is usually so short
that this is not necessary.

Figure 3.13: Prequips spectrum viewer showing the mass spectrum of an CID scan.

Figure 3.11 includes the same spectrum viewer as shown in Figure 3.13. In Figure
3.11 the viewer is shown in the context of the Prequips GUI with other viewers
offering different perspectives on the data.
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Chromatogram Viewer A chromatogram visualizes the intensity of ions entering the mass spectrometer over time. Ion intensities are usually represented
as line diagrams in which the x-axis represents retention time and the y-axis ion
intensity. Ion intensities can either be the sum of all peak intensities recorded at
a given time point or simply base peak intensities. The former is referred to as a
total ion chromatogram (TIC) because it visualizes total ion current over time.
The chromatogram viewer provided by Prequips can either display a TIC or a
base peak intensity chromatogram, which is illustrated in Figure 3.14. Like the
spectrum viewer it provides only basic functionality. The viewer can be resized
and intensities are automatically scaled according to the maximum ion intensity
included in the data.

Figure 3.14: Prequips chromatogram viewer. The chromatogram shown is a base peak chromatogram.

The chromatogram from Figure 3.14 is also shown in Figure 3.11 in the context
of other viewers. The time axis of the chromatogram matches the time axis of
the peak map above it. The correlation between peak map and chromatogram
information is clearly visible. Darker areas in the peak map are reflected by higher
peaks in the chromatogram.
Tabular Viewers for Overview A generic tabular viewer has been designed
that can be specialized for any type of core data structure or meta information element. Prequips implements a set of tabular viewers that display various properties
of objects such as scans, peptides or proteins. A tabular viewer that displays table
elements of a multi sample analysis (see Section 3.4.4) exists as well.
If meta information element groups are associated with data structures shown in
the table, these groups can be added to the table as well. They are treated as
additional properties of the data structures and for every group added to the table
a new column is created.
The user can rearrange all columns of the table and bring them into the order
that best fits the problem under investigation. Some properties displayed in the
table might be more relevant than others and thus should appear closer to the key
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property of the data structures being shown. A key property could be a database
identifier or protein name for proteins, an amino acid sequence for peptides and
a scan number for scan data structures. The key property is usually shown in the
first column of a tabular viewer. The width of columns of a tabular viewer can also
be resized. This mechanism is also used to hide columns by setting their width to
0.
Tabular viewers can be sorted ascending or descending according to any property
displayed in the table including properties provided through meta information elements. To sort the table the user clicks on the header of the corresponding column.
Another click on the same column header reverts the sort direction.
It is also possible to export tabular viewers to tab-delimited text files following a
“what you see is what you get”-approach. The elements in the table will be written
to the file in the same order as they appear in the viewer and the same holds for
columns. Hidden columns are not written to the file.
Support for sorting, additional meta information columns and export is provided
by the generic viewer. Only a few functions have to be implemented to obtain
a sophisticated viewer for a certain core data structure or meta information element type. This is possible due to the underlying general data model described in
Section 3.5.
Figure 3.11 shows a tabular viewer on the center left. It lists all scan data structures
that have been loaded and some of their properties. The table is sorted according
to scan number (column “ID”), which is the key property of a scan.

Tree Viewers for Details Tree viewers in Prequips are used to provide detailed information about particular instances of core data structures or meta information elements. Tree viewers are ideal for this purpose because of the hierarchical structure of proteomics mass spectrometry data.
Figure 3.11 shows a tree viewer on the bottom left that displays the properties
of a scan object, which has been selected in the peak map on the top right. An
overview of all scans is shown in the tabular viewer on the center left.
Several more such tree viewers have been implemented in Prequips, for instance
for proteins, peptides, multi sample analysis table elements and raw data level
analyses. The latter displays information about the type of mass spectrometer
used, the person who operated the mass spectrometer, and which software has
been used to obtain and to convert the data.

Integration of External Software
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One of the main challenges for a general data analysis software such as Prequips
is integration of external tools and other data types. Such horizontal integration is
a key requirement for software in systems biology where large data sets need to
be integrated and analyzed across different data types.
One approach to this problem is to create a plug-in interface that can be used to
add plug-ins to Prequips that connect to external tools. However, this means that a
new plug-in must be written for every tool that is to be integrated. Even though this
provides the biggest flexibility in terms of interactions possible between Prequips
and other tools, it is a very inefficient approach. Another shortcoming of this
approach is that is doesn’t allow the user to fully use the power of both Prequips
and the other tools as the connection is always unidirectional.
In order to get around the problems described in the previous paragraph, Prequips
employs the Gaggle12 (Shannon et al. 2006) to connect to external software. The
Gaggle uses Java remote method invocation (RMI) technology (Sun Microsystems, Inc., Santa Clara, CA, USA) to provide as means of communication between
Java applications running in different virtual machines.
A central server software called the Gaggle Boss enables independent Java applications, called geese, to communicate with each other. The server is implemented
in standard Java and runs on the local machine. RMI is used for inter-process
communication, i.e. transmission of data structures between two or more independent Java programs. The interface between the Gaggle Boss and the geese is
defined by a standard Java interface, describing what functionality the geese must
support. It is left to the geese how they implement the functionality.
The Gaggle is based on the idea of semantic flexibility (Taylor 2002), which is a
concept that states that the meaning of a piece of information changes depending
on the context that it is used in. In the Gaggle this means that for instance a gene
name may refer to the expression profile of the gene in a microarray data analysis
tool, while in Prequips the same identifier would refer to a protein and the list of
peptides associated with it.
Following the concept of semantic flexibility, the Gaggle does not try to interpret
the biological semantics of the data being transfered. This is the reason why
only basic and very general data types can be passed around among gaggled13
12 It

is not clear whether the correct way to refer to this software is “Gaggle” or “the Gaggle”.
Commonly the software is called “the Gaggle”.
13 Shannon et al. (2006) introduce this term to refer to applications implementing the Gaggle
interface
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Figure 3.15: A schematic illustration of the Gaggle Boss and a set of Geese and the two different
broadcast modes. The source of the data is in both cases Prequips, the target either the Gaggle
Boss (red), which broadcasts to all other geese or a particular goose (blue).

applications. Lists of names, matrices, networks and lists of name/value pairs are
the four data types provided by the Gaggle.
Geese broadcast information either to a specific goose or to the Gaggle Boss,
which broadcasts the information to all geese but the one from which the information originated. Depending on the data type of the information being broadcast a
particular function of the Gaggle interface face will be called in the target geese.
At this point the geese interpret the information and react accordingly, i.e. by
drawing a network or by visualizing a matrix as a heatmap. Of course the geese
might ignore the information they receive if it does not make sense in the particular context.
An impressive list of Java and also non-Java tools has been gaggled so far. Among
those are Cytoscape (Shannon et al. 2003), a tool for analysis of biological networks, R statistical environment (R Development Core Team 2006) and TIGR
MeV (Saeed et al. 2003), a tool for visualization and analysis of microarray data.
In addition to that, a specialized web browser has been developed by Shannon
et al. (2006) that enables the KEGG (Kanehisa et al. 2006), STRING (von Mering et al. 2005) and BioCyc (Karp et al. 2005) databases to be searched for names
coming from the Gaggle. The resulting web pages can be displayed in the browser
and information can be sent back to the Gaggle. Experimental support also exists
for Mayday (Dietzsch et al. 2006), a microarray data analysis workbench. Figure
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3.15 shows a schematic illustration of the Gaggle Boss as well as a set of Geese
and two different broadcast modes.
The implementation of the Gaggle interface in Prequips has been outsourced to a
separate Eclipse RCP plug-in that interacts with Prequips only through aforementioned global selection list. The plug-in provides a view that shows incoming and
outgoing data, as well as a list of all available geese.

Figure 3.16: Prequips and Cytoscape connected through the Gaggle. A set of protein has been
selected in Prequips and were automatically broadcast to Cytopscape upon selection. Cytoscape
instantly selected the corresponding nodes in an artificial sample network. Selection is indicated
by gray shading. The Gaggle Boss shows a list of all geese and the number of items selected in
these geese.

Currently Prequips interprets only incoming lists of names, everything else is ignored. The names in the list are searched against all protein identifiers and against
the identifiers of multi sample analysis table elements. If there is a match the
corresponding data structures will be added to the global selection and the active
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viewers in Prequips will react accordingly and update themselves.
Prequips is able to broadcast both lists of names and matrices. If the user selects
either a protein or a multi sample analysis table element the goose plug-in will
add those data structures to a special list and allow the user to broadcast that list
as a list of names to a target of choice. The same holds for multi sample analysis
tables, which are broadcast as matrices.
The Prequips goose can broadcast data with and without user interaction. The
so-called auto-mode sends the list of names as soon as the corresponding objects
have been selected. This is particularly useful when using target geese such as
Cytoscape, which selects nodes in the active network visualization whenever it
receives corresponding names. This is shown in Figure 3.16. In this case Cytoscape acts just like any other viewer implemented in Prequips.
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Chapter 4
Case Studies
Four small case studies were conducted in order to show the capabilities and benefits of Prequips. The focus of the case studies was to demonstrate how vertical
and horizontal integration of proteomics mass spectrometry data enables the user
to perform various steps of a comprehensive data analysis using unique features
of Prequips and the Gaggle.

4.1

Reproducibility of LC-MS/MS Experiments

Quality control is an important step in every proteomics mass spectrometry analysis. Evaluation of the reproducibility of an experiment is essential as problems
with the chromatographic system or the mass spectrometer will influence data
quality and reliability of the results. Prequips supports this quality control step by
providing unique visualization and data management functions.
One significant advantage of Prequips over other software for proteomics mass
spectrometry is its capability to handle multiple data sets, i.e. an arbitrary number
of raw data, peptide and protein level analyses. This enables the user to directly
compare several such analyses, for instance using the peak map visualization.
Figure 4.1 shows a screenshot of three peak map viewers opened in Prequips. The
peak maps represent the three fractions of a sample that have been analyzed on
the same time-of-flight mass spectrometer1 . After peptide identification PeptideProphet has been run to verify the assignments. The results of PeptideProphet
have been loaded into Prequips and the probabilities have been encoded in the
color of the CID scan markers in the peak maps. The fraction on the left and in
1 The

data set was kindly provided by Hyuntae Yoo.
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the center produced reasonably well results, while the fraction on the right looks
suspicious.

Figure 4.1: A screenshot of Prequips showing peak maps visualizing raw data and peptide probabilities of three fractions of a sample. The peak maps on left and the in center indicate good
results, while the peak map on the right indicates problems with the mass spectrometer or the
chromatographic system. See text for further discussion.
A protein has been selected in the protein overview table in the center of the workspace. The
peptides that led to its identification, respectively the CID scans corresponding to those peptides,
have been highlighted (yellow boxes).

Comparison of the peptide probability distributions of the three fractions reveals
that the one visualized in the peak map on the right has a distribution very different from the two other ones. The majority of all peptides that were identified
in the fraction on the right have been assigned a very low probability, indicated
by green CID scan markers. Only very few CID scans have been assigned a peptide sequence with a high probability of being correct, indicated by red CID scan
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markers. Since predictions for the other two fractions were a lot better this is an
indicator for a problem with the particular fraction.
While it would have been possible to notice this difference by looking at histograms of peptide probabilities, the visualization provided by Prequips offers
more insight to the user. The peak map itself can be used to identify the source
of the problem reflected in the different peptide probability distributions. Figure
4.2 shows the peak map in the middle and the peak map on the right from Figure
4.1 in more detail. CID scan markers have been deactivated before the screenshot
was taken.

Figure 4.2: A detailed view of the peak map in the center and the peak map on the right of Figure
4.1. See text for discussion.

The difference between the two peak maps in Figure 4.2 is clearly visible. While
the one of the left features a pattern of many defined localized high intensity spots
the one on the right has only few such spots. Instead many blurred streaks can
be observed, in particular in the central region. This indicates that there was a
problem with the chromatographic system or contaminants.
Another feature that is unique to Prequips is it ability to map protein identifications back to the raw data level and to visualize the peptides that led to the identification of a protein in the peak map. In Figure 4.1 a protein has been selected in the
overview table in the center of the workspace, where it has been highlighted with
a blue bar. Yellow boxes around CID scan markers in the peak maps highlight
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peptide identifications that led to the identification of the selected protein. The
fact that the peptides are scattered over all three fractions is commonly observed.

4.2

Multi Sample Analysis and Visualization

Multi sample analysis support is another key feature of Prequips, which also an
advantage over existing software. In this context the general data model employed
by Prequips proves to be a particularly powerful tool for high-level data analysis.
A data set consisting of 10 protein and peptide level analyses was loaded into
Prequips. The data were taken from an experiment examining the system-wide
response of the archaeon Halobacterium sp. NRC-1 (species NRC-1) to varying
oxygen concentrations2 . Quantitative mass spectrometry using iTRAQ reagents
was used to determine changes in protein expression levels over 28 time points
spanning 780 minutes. Baseline expression levels were represented by a common reference protein mixture used in all quantitations. Libra (see Section 2.4.4)
determined expression levels of peptides and the corresponding proteins.
Libra protein quantitations were read into Prequips from protXML files using a
meta information element provider for Libra results. Then a multi sample analysis table was created from these meta information elements, as outlined in Section
3.4.4. From the resulting table the subset of all entries without missing values was
selected and an additional table was created from this subset. Figure 4.3 shows
this additional table opened in a viewer in Prequips together with a tabular protein viewer and tree viewers for details about multi sample analysis table entries
(bottom tree viewer on the right) and proteins (top tree viewer on the right).
The table was exported to a tab-delimited file format, the logarithm of the ratios
was computed and finally the file was opened in Mayday3 . The protein expression profile were clustered using Mayday’s k-means clustering plug-in with a Euclidean distance function. The resulting clusters were visualized in profile plots
and in a heatmap as shown in Figure 4.4.

2 The

data set was kindly provided by Amy Schmid.
Mayday has no capability to receive matrices from the Gaggle, otherwise Prequips
could have been used to send the table to Mayday via the Gaggle without creating an intermediate
file. This will be possible in the future.
3 Currently
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Figure 4.3: Prequips featuring a multi sample analysis table composed from Libra quantitation
results and additional viewers. See text for discussion.

4.3

Identification of Pathways

The goal of many experiments is to identify biochemical pathways that are activated or deactivated under certain conditions. Enzymes participating in such
pathways can be quantified in LC-MS/MS experiments. However, sets of candidate proteins need to be searched against databases such as KEGG or BioCyc in
order to identify the actual pathways.
The gaggled web browser by Shannon et al. (2006) can be employed for database
searches on a set of identifiers. Prequips can send a list of selected proteins to
this web browser, which greatly simplifies the process. Without the Gaggle and
Prequips the investigator has to identify a set of proteins and then copy and paste
their identifiers into a web browser or even type them in manually.
A subset of proteins was selected from the protein identifications of the data set
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Figure 4.4: The protein expression matrix composed in Prequipsis visualized in Mayday. A kmeans clustering using an Euclidean distance function has been performed. See text for discussion.

described in Section 4.2. The selected proteins all had a ProteinProphet probability score of 1.0 and were annotated as being involved in cobalamine4 biosynthesis.
The identifiers of the selected proteins were broadcast to the KEGG database. All
but one protein were confirmed to be participating in the pathway for cobalamine
production by the KEGG database. A heatmap visualization of the corresponding expression profiles in Mayday reveals that the proteins are also co-expressed,
which is a further indicator for them being part of the same pathway. See Figure
4.5 for a screenshot showing Prequips, the web browser displaying the identified
pathway and a Mayday heatmap of the protein expression profiles.

4 Also

known as vitamin B12.
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Figure 4.5: A subset of proteins was selected and broadcast to the gaggled web browser and
searched against the KEGG database. The proteins were found to be contained in the cobalamine
biosynthesis pathway. Visualization of expression profiles of those proteins in Mayday indicates
co-expression. See text for discussion.

4.4

Analysis of Interactions

Interactions between proteins are important events in the regulatory system and
thus subject to comprehensive analyses. Tools such as Cytoscape have been developed primarily to visualize interaction networks and to provide the user with
an environment to explore and analyze these networks.
In this example the dataset described in Section 4.2 is once again used for demonstration purpose, including the protein expression matrix generated from Libra
quantitations. All multi sample analysis table elements without missing values
from that matrix were selected and broadcast to an instance of Cytoscape providing a complex network of various interactions and relationships between Halobac-
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Figure 4.6: All multi sample analysis table elements without missing values were selected in Prequips and broadcast to Cytoscape. The subnetwork corresponding to the proteins broadcast by
Prequips was extracted from the complex, genome-wide network shown in partially covered window on the left. Several tightly connected clusters of node were identified. Edge colors described
different types of interactions and relationships. See text for discussion.

terium sp. NRC-1 proteins. The subnetwork corresponding to the proteins broadcast by Prequips was extracted. Several highly connected clusters of nodes are
clearly visible. Figure 4.6 shows the identified subnetwork and the tightly connected clusters. The tightest clusters were searched against the KEGG database
to identify their function. A tight cluster of ribosomal proteins was found. This
is not surprising given the changing environmental conditions that the organisms
had to adapt to. It is far more interesting however, that the other very dense cluster corresponds to the previously mentioned cobalamine pathway. This finding
suggests that this pathway might play a critical role in the oxygen response of
Halobacterium sp. NRC-1. The cobalamine biosynthesis pathway was actually

Analysis of Interactions

73

found to be differential expressed in a microarray analysis of the same samples
as used for the proteomics mass spectrometry experiment (Amy Schmid, personal
communication).
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Chapter 5
Summary and Outlook
Prequips is an extensible software application that supports integration of proteomics mass spectrometry data as well as external software tools for analysis
of mass spectrometry data in the context of biologically relevant information.
Full vertical integration of proteomics mass spectrometry data has been achieved.
Horizontal integration of mass spectrometry data with other high-throughput data
types as well as corresponding analytical software is possible through the Gaggle
interface implemented in Prequips. The illustration in Figure 5.1 summarizes this
integration concept.
In Chapter 4 it has been demonstrated that Prequips can be applied to a wide
range of data analysis tasks that previously had to be performed manually without
any support through software. Since many sources of human error have been
contained, the quality of the results is likely to increase.

5.1

General Extensions of Prequips

While Prequips is already a valuable tool for data analysis tasks of all kinds, there
is still functionality missing in some areas and others should be improved.
One of the goals during design and development was to make Prequips as flexible
as possible in terms of how the software can be extended. One central aspect
of this approach was the development of the general data model for core data
structures and meta information elements as described in Section 3.5. Through
the general data model and the plug-in facilities provided by the Eclipse RCP
third parties can integrate the results of newly developed analytical tools as meta
information into Prequips. While currently only tools developed at the Institute
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Figure 5.1: Vertical and horizontal integration of proteomics mass spectrometry data using Prequips and the Gaggle. Dashed lines indicate loose integration, i.e. communication through files,
while solid lines indicate tight integration, i.e. exchange of Java data structures.

for Systems Biology are supported by Prequips there are many other applications
that are used for similar purposes. So far it has been complicated to work with
such tools in the context of the TPP but if they are integrated into Prequips it will
for instance be possible to compare analytical tools easily and to pick tools from a
bigger selection. While these extensions of the software will concern lower level
analyses tools of the mass spectrometry data alone, it will be the concern of others
to extend the high-level analysis capabilities of Prequips. High-level analysis
refers to the multi sample analysis level and beyond and could include algorithms
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to transform multi sample analysis tables through normalization or computation
of the logarithm. Functionality could be added that enables the user to compute
ratios of expression values in two multi sample analysis tables that for example
might be covering the same time points but different experimental conditions.
A data management feature that will be added to Prequips in the near future are
groups. Groups will be used to represent sets of core data structures such as
proteins, peptide and scans. Groups will be employed to represent information
about indistinguishable proteins provided by ProteinProphet. They will also be
useful for various other purposes, for instance to enable the user to define subsets
of proteins for further analysis, e.g. based on GO annotation or similarity of
expression profiles. The latter could be computed by sending an multi sample
analysis table through the Gaggle to tools such as Mayday, which already offers
a significant number of clustering algorithms. The result of the clustering could
then be sent back to Prequips.
The results of filters can be stored in groups as well and if set operations are implemented this could be used to combine the results of various filters. As filters will
be able to access both attributes of core data structures as well as meta information
elements they will be a very powerful tool for data exploration.
Persistence is another important aspect that should be addressed in future developments. Persistence across sessions is necessary for efficient analysis of large-scale
data sets. Such analyses can take several months and it would be very inefficient
if the user had to recompute all previous steps when restarting the software. Information about projects can easily be stored in an XML-based file format, for
which a prototype has already been implemented and tested. It will also be possible to make group information persistent, where again an XML-based file format
seems to be the right solution. Meta information elements will be stored as well
but databases are a more appropriate solution in this case. If data providers are
used to read the information back into Prequips these providers could be implemented so that they load the meta information elements dynamically whenever
needed. This would reduce the memory footprint of Prequips dramatically. Core
data structures could be stored in a database as well.
Another approach to reduce the memory footprint of Prequips concerns meta information element mappers and converters. Currently every mapper and converter
creates a new meta information element group that is then passed on to other mappers and converters. However, in many cases the user is not interested in such
intermediate results. In order to prevent a build up of irrelevant meta information elements it would be preferable if intermediate meta information elements
are created only temporarily. While this is conceptually simple, it requires a so-
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phisticated user interface to define the mapping and conversion steps before they
are actually computed.
The Eclipse RCP platform offers several features that have not yet been fully exploited but would be very beneficial in the context of Prequips. As the whole
field of mass spectrometry proteomics is evolving quickly new tools are being developed and released in short time intervals and so are updates for existing tools.
This is often not without consequences for the corresponding interface and extensions that have been written for Prequips need to be updated, for instance to
accommodate changes of data formats.
The Eclipse RCP provides an update manager that keeps track of installed plug-ins
and is able to compare the local installation with plug-ins available on an update
server. The latest versions of installed plug-ins can be downloaded and installed
with a few mouse clicks. The update manager is also capable of downloading and
installing completely new plug-ins. Another advantage is that the update manager
may be used to access several different servers, which means that third party plugins don’t have to be located on a central server. Integration of the update manager
into Prequips will be straightforward and will allow the user to keep the software
up to date with ease.

5.2

Additional Viewers and Improved User Interface

Visualization is a critical aspect of data analysis. While there are currently several
textual and a few graphical data viewers available in Prequips, it is of high priority
to add more and in particular more sophisticated visualization techniques.
The spectrum and the chromatogram viewer could be extended with functionality
to zoom into particular a range on either the time or the m/z ratio axis. Annotation
such as the exact m/z ratio of the highest peaks could be included as well. Export
of visualizations to pixel- and vector-based file formats is another priority. A
prototype for export of the peak map viewer has been tested successfully and will
be added to Prequips soon.
Viewers for special data types such as amino acid or DNA sequences or even
editors that support sequence alignment and analysis could be implemented as
well. A viewer for three-dimensional visualization of protein structures might be
another feature relevant to the work of some researchers. Several Java libraries
providing support for various protein structure modeling languages have been re-

Additional Viewers and Improved User Interface

79

leased. Jmol (Steinbeck et al. 2003) is an implementation with comprehensive
visualization features, which is completely independent of any additional libraries
and could be easily integrated into Prequips. Protein structure information would
be loaded on demand through dynamic meta information element providers and
then passed on the viewer.
A browser to look up protein identifiers in web databases or to analyze sequences
using tools such as BLAST (Altschul et al. 1990) would be very beneficial, in particular if this browser is integrated with the Gaggle such as the implementation
by Shannon et al. (2006). Lookup of identifiers will be straightforward and supported by the generalized identifier framework already in use. In this framework
every identifier is of a particular meta information element data type instead of a
string. Thus it is possible to extend this data type with an attribute that tells other
modules of Prequips where and how the identifier can be looked up.
Because of the full vertical integration of proteomics mass spectrometry data Prequips provides an ideal context for new visualization methods that build on top of
the integrated data. For instance, traditional viewers such as tables or tree viewers
might not be the best solution to explore the hierarchical relationships between
protein, peptide and raw data level information. Specialized viewers could be developed that take those hierarchies into account and visualize the data accordingly.
Graph-like visualizations are a natural approach to this problem and could be implemented to display both primary data structures such as peptides and proteins as
well as a selection of their attributes as nodes in the graph.
Another user interface feature provided by the Eclipse RCP that has not been fully
implemented in Prequips are so-called perspectives. A perspective is defined by
a set of viewers and their arrangement in the workspace of the application. Perspectives are focused on particular tasks, for instance exploration of protein level
data or exploration of raw level data. Viewers and other tools required to fulfill
the given task are included in the perspective where they can still be rearranged or
even removed. If several perspectives are available the user can switch between
these perspectives and the tasks they represented with a single mouse click.
In Prequips tasks are usually centered around certain key data structures, such
as proteins, peptides, scans and also multi sample analysis table elements. It
would make user interaction with these data structures more efficient if perspectives would be defined that focus on these data structures. For example, a proteincentric perspective would consist of a tabular overview in the center and detail
viewers and other related viewers grouped around this overview.
Perspectives can be both predefined by the developer and composed by the user.
They are treated as plug-ins like everything else in Eclipse and can be imple-
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mented by other plug-ins. For instance, if a new plug-in for visualization and
analysis of protein sequences is being developed, a perspective can be defined
that determines the default set of viewers and editors for this purpose and their
arrangement in the workspace. This also helps new users to get an overview of
the tools available for a given task.
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Appendix A
Abbreviations and Acronyms
2D
3D
API
10 B
11 B
12 C
CA
CID
DNA
ESI
GB
GO
GUI
HPLC
ICAT
Inc.
IPI
ISB
iTRAQ
IUPAC
KEGG
LC
m
MA
MB

two dimensional
three dimensional
application programming interface
boron isotope, atomic mass of 10
boron isotope, atomic mass of 11
carbon isotope, atomic mass of 12
California
collision-induced dissociation
deoxyribonucleic acid
electrospray ionization
gigabyte
Gene Ontology
graphical user interface
high performance liquid chromatography
isotope coded affinity tags
Incorporated
International Protein Index
Institute for Systems Biology
isobaric tag for relative and absolute quantification
International Union of Pure and Applied Chemistry
Kyoto Encyclopedia of Genes and Genomes
liquid chromatography
mass
Massachusetts
megabyte
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MAGE-ML
MALDI
MeV
MS
MS/MS
MT
MVC
m/z
ON
pI
RCP
RMI
SARS
sp.
STRING
SWT
TIC
TIGR
TOF
TPP
WA
UML
USA
XML
z

Abbreviations and Acronyms
Microarray Gene Expression Markup Language
matrix-assisted laser desorption ionization
Multi-experiment Viewer
mass spectrometry
tandem mass spectrometry
Montana
model-view-controller
mass/charge
Ontario
isoelectric point
Rich Client Platform
Remote Method Invocation
Severe Acute Respiratory Syndrome
species
Search Tool for the Retrieval of Interacting Genes/Proteins
Standard Widget Toolkit
total ion chromatogram
The Institute for Genomic Research
time of flight
Trans-Proteomic Pipeline
Washington
Unified Modeling Language
United States of America
extensible markup language
charge
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Appendix B
Amino Acids
OLS
A
C
D
E
F
G
H
I
K
L
M
N
P
Q
R
S
T
V
W
Y

TLS
Ala
Cys
Asp
Glu
Phe
Gly
His
Ile
Lys
Leu
Met
Asn
Pro
Gln
Arg
Ser
Thr
Val
Trp
Tyr

name
Alanine
Cysteine
Aspartic Acid
Glutamatic Acid
Phenylalanine
Glycine
Histidine
Isoleucine
Lysine
Leucine
Methionine
Asparagine
Proline
Glutamine
Arginine
Serine
Threonine
Valine
Tryptophan
Tyrosine

mass
71
103
115
129
147
57
137
113
128
113
131
114
97
128
156
87
101
99
186
163

Table B.1: Proteinogenic amino acids.

Table B.1 lists the 20 proteinogenic amino acids. OLS and TLS are the Interna-
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tional Union of Pure and Applied Chemistry (IUPAC)-assigned one- and threeletter symbols. The given mass corresponds to the monoisotopic residue mass,
which is the sum of the principal isotopes of atoms making up the amino acid
residue (McNaught and Wilkinson 1997). All masses were rounded to the next
integer.
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Appendix C
mzXML File Format
Below is an excerpt from a mzXML file showing a level 1 and a level 2 scan
including peak information (“[...]” indicates that information was removed). The
level 1 scan represents the precursor ion of the corresponding level 2 scan. Peak
information is encoded to save space. The mass spectrum is represented by the
encoded string, which is decoded and interpreted as a list of (m/z, intensity) pairs.
[...]
<scan num="1"
msLevel="1"
peaksCount="122"
polarity="+"
retentionTime="PT300.11S"
lowMz="400"
highMz="1800"
basePeakMz="444.986"
basePeakIntensity="220319"
totIonCurrent="834893">
<peaks precision="32"
byteOrder="network"
pairOrder="m/z-int">Q8gOpEVD[...]IqROBAAA==</peaks>
<scan num="2"
msLevel="2"
peaksCount="13"
polarity="+"
retentionTime="PT303.06S"
collisionEnergy="35"
lowMz="110"
highMz="900"
basePeakMz="428.935"
basePeakIntensity="301014"
totIonCurrent="706857">
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<precursorMz precursorIntensity="3125">444.99</precursorMz>
<peaks precision="32"
byteOrder="network"
pairOrder="m/z-int">Q18SZkVv[...]dXEkCAAAA=</peaks>
</scan>
</scan>
[...]
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Now it’s time to catch some sleep.

Seriously.

